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SGLang vs VvLLM

HERE vLLM SGLang JVirALtEANVY
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fr ot | Onennl AP JEFE oytvon BEEHE. (@toncion) | EESAERI (52, 855, 5405) i
ISON 25§, | 82 Prompt + FS236 FEATRAZIO (ENGES) | /TR 1SON OHEIF SGlang 7

IS | OpenAl API R %%;‘A' API FRE + SGlang JR%E SGLang B33 OpenAl API, TTRERLANE
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PD 3 B 2544

PD4; % (Prefill-Decode Decoupling) & LLM HEERACAL A 1) —FhZR 4 ¥ 11
1. Prefill (HUER) £AHA47?

Prefill 2B AYALEEF PN (Prompt) HIFT B

W4 —IRPEEE AN P A a8 /HE 78, 1 FPTA token B KV Cache (EE{EZZ1F)
ERr S THEZEET (Compute-Bound) —— KEFEEVE, GPU )& A

FEEFERR: TTFT (Time To First Token, B token ZEIR)

I

=

IRTR: FEEE . SR
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2. Decode (fEMY) A4 ?
Decode ;2 A AE pl 0|2 GEANIET) BB B
o Wit 4 BETFEAEMPIAE, BT — token CH [BIHAERL)

o TFEFFA: AFE T REZEER (Memory-Bound) ——&:20 R H 1 1 token, HRZIFEEEEL KV Cache, GPU it
HRILRET N

o REEFEPR: TPOT (Time Per Output Token, token [A]ZEIR)
o FIRFTKR: FEREA. HNAF
= RO RnEsh i, AW, —BHERTH

B
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Continuous Batching ¥ Prefill (Fi3E78) F1 Decode (fEAY) VR ETE[R— GPU HU4T.

BRI T, ERAE BT R S e ANE, IRE R A B R IES

XILCHEE  Prefill (FiETE) Decode (f#f3)
T4 — RN EEEAN Prompt, 1TERRA token B KV Cache [ENNERET token (BH[E]3F)
A 1TTEZEER (Compute-Bound) ANFEm R EER (Memory-Bound)
Ak KESEMSRE, GPU EHEHRART G5 RE 14 token, HRINTEIEEN KV Cache
RERKR BEN. BHTE KEF. Sm
KHEFEFR  [TTFT (&5 Token FEIR) TPOT (Token [BJZEIR)
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Thinking: V&G $UAT 1Y A 82414 2

= Prefill Al Decode fE[F]—> GPU LA HATHY

o PATTHEEERI Prefill I, 2xBHZEWERHUK ) Decode > TPOT #F CHH B3 R i)
« PUTUIA- % FEH] Decode I, GPU THBE L KEZIN - IR I Prefill T3 2K 71

=> 11 J M2 5) GO RN B Bl 7 78 A — 2k B0E EAZ B IZR, HEERGRANET
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PD 7 12 3 AR AL
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« HERTI
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Thinking: NAT4 Prefill i& & /)N Batch, Decode & & K Batch?

o Prefill AH R IFEEER MEEEA Prompt FIFERETRIL) , GPU R IEATIH T .
H9K Batch R I INARBAIEIR , ANFEFHAFRE.

* Decode A& N WEREM (FP A 11 token) , GPUH JKED N,

4K Batch il GPU A ACEE B Z2455K, NIIHE JIHA R, M Memory-Bound %[ Compute-Bound,
it KIESE T



vLLM RS PD B2 5CI)

vLLM JE1L KV Transfer Connector HLi1 22 PD 77 55

# Prefill DRECE (£7& - ARITE KV Cache)
kv_config = KVTransferConfig.from_cli(

{"kv_connector":"PyNcclConnector","kv_role":"kv_producer","kv_rank":0}'

# Decode WRECE (iHZRE -- = KV Cache FEERK)
kv_config = KVTransferConfig.from_cli(

4"kv_connector":"PyNcclConnector","kv_role":"kv_consumer","kv_rank":1}'

o UL
Prefill 115 58 B 51T Connector ¥ KV Cache
1% 3 Decode 7 4

o FHE L.

YRFIEIE NVLink. InfiniBand &5 H B, I8
DAL T

o PEWFE:

Router ¥R 1 RIEASH Prefill I8 & T FEHAT
o« GERE:

PD 73 B 2K S ATISR AT LU A Continuous
Batching 73 A AL EE & H K115 R A A
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Thinking: /&4 ¥ f# vLLM JE T KV Transfer Connector FLl| S PD 43 & #3732

TR =] ) R
Prefill T2 Producer (/&) FPREFRFVI. &FF (ITH KV Cache)
Decode Ti/R (Consumer (GHEEE) | JEIRSRNELR. RSME (4K token)

i
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ESps (Prefil) = YIRS, FITEE. W > HEREF A &M (KV Cache)
5 5% (Decode) : FEHEE AR, —A—AIEGEEN (B4 token)
PyNcclConnector AH T4 F % 3¢ Ha i

=> Jif 5 — 15437 10 #4334 (KV Cache) , @i Connector #i%43 Decode

Decode —1$E, —IUHIRE RN 32




Summary

& 1 vLLM, b FSEAE HAh PD 73 B SEEL:
« Mooncake (Kimi FJFEEEZEM]) : LA KV Cache AH Oy 4 B A ZEH)
e NVIDIA Dynamo: &ML= PD 70 B iE (VlimPrefillWorker + VlIlmDecodeWorker)

e SGLang. lim-d (Kubernetes JFZEH#EFIF)
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Thinking: PagedAttention, Continuous Batching, fHElIfF#ERY, PD/ & 4 Al fd kA4 0] B 2
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« PagedAttention

A EE: WAFE

FRVLI IR R KV Cache B3 F AR 27

=> {8 KV Cache VJi/NER, #%FH0EC, BREMAF—HEH
« Continuous Batching

AL ZTH: W E

fRUL IR R GPU S INSERE (RE SR SERUE TS KGR0

=> BEE N> token WUHE —IK, SEREDISAL, Hrim ROZRIHA
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o« JENIAFERY (EAGLE/MEDUSA)

i Em: HiEz

fRULI) A F . Decode M % GPU 5 /174% IH (Memory-Bound)

=> /ARG Z A token, KRB —RIFATIAIE, 98004 P 3L

« PD A

LR : 5=

R A R Prefill A1 Decode HAHT#I

=> P BV EERR B B R GPU, % B FH BoE & AR AT Batch SRR
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Thinking: PagedAttention, Continuous Batching, HEMIFEAS, PDF B wnfa S hnfs 2
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s N
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Decode EEEF
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MLLM InferenceZlLLM Programs

LLM H B i) 77 2 LIMAE 738 5 A AN 3 [F] 8 1
o MR IR => & 2R F A HLLMS 1) IMIEFEE S Z UM, FHiEH.

o MR FITR R E RIRS BILLMSOZE O AR, 4 => 58 AT A 25 AR 8 M U SR T 0 7 1
BRIy s SR 2) LMBRF B M A N F 72 S
=> 9 T LM FFRES AL 2, ISR I BUA Bt 22 55

PAER) LLm N 22 AR 34 2ILLM Programs
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SGLanglES

SGlLang:

— MMM BT S5 MA AL B =, T TR RTINE 2 408 5 B R PP i i AR NPT
i

SGLang H1 Hil 15 5 A5 v is A7 B 305 43 2H R »

ST, SGLangTE ARk = MBI KU LML, ST Biike At Bt BT

https://github.com/sgl-project/sglang

SGLang Client (Frontend)

gl

Language primitives

v

Interpreter

(Sec. 2)

o1 Tl e g A A IR AT

SGLang Runtime (Backend)

SGLangZiM): fRFR4s1E

" Optimizations RadixAttention|(Sec. 3), Compressed finite
state machines (Sec. 4), API speculative execution (Sec. 5)

AR ATS, $ATIE 5 JRE



SGLanglES

SGLang ) 4m T2 A 14 - SGLang iz TR FIR
o SGLangfFE AR ATEPYythonFHIAIEAT EI1E S, $RfL 7 ¢ RadixAttention: FVFAEZ N RGE 2 18] B 3 5 H KV
Sy REVE, Rz (gens select) FHFfAT e At, MR A D E R T E A N AEIR 5
il Cforke join) o RAEAT RS L B HIHE R AR A BRR S HLoR S8
o ‘E5Pythonifftss, HAEFIIFERN LIEMENE S - AR 2R, SOV — IR MRS 2 MR
o APHEMFAT: ErXHGETTAPIT R FIAEAY, SGLangid it
HEM AT R Z AT, D APIE A IR B RA

SGLang Client (Frontend) SGLang Runtime (Backend)
Interpreter *| Optimizations RadixAttention|(Sec. 3), Compressed finite
state machines (Sec. 4), API speculative execution (Sec. 5)

v

Language primitives|(Sec. 2)

ARG R A I L IS AT I AT 1R 5 RS



SGLangdmtE1~7

[dimensions = ["Clarity"”, "Originality", "Evidence"]|

SGLang & — ik A\ £EPython 1 [ T84 & 75 _@function

def multi dimensional judge(s ath, essa

}F‘E%‘ﬂ u’fi}zﬁ Pythonﬂ%éﬁé"zf s += system("Evaluate an essay about an image.")
R s +

user(image(path) + "Essay:" + essay)
s += assistant("Sure!")

e/ A N A AN N | . W - . 3 # Return directly if it is not related Select an option with
%éﬁwiﬁﬂ %EEF? L¥’f§3§? IZEH%E{JIE‘O s += user("Is the essay related to the image?") the highest probability
s += assistant(select("related", choices=["yes", "no"]))

Y;ESGLangEF"fi)EH T ﬁ\i-ﬁﬁm-/ﬁ\ﬁiﬂ/\]ﬁﬁ, if s["related"] == "no": return zf):\il:onelfslgw Use Python

# Judge multiple dimensions in parallel

Handle chat template
and multi-modal inputs

Wz N ‘III El)ﬁ/\ 77 b /\/\ ‘III El)ﬁ JAN ] ny forks = s.fork(len(dimensions)) Runtime optimization:

/{j‘ l j(lji‘t)j ﬁt’:}j&n l J Ij,—‘t’ )j jjjﬁ!:l: j%’l for 'FJ dim in zip(for‘ks, dimensions): I KV Cache Reuse (Secb 3)
A f += user("Evaluate based on the following dimension:" +

MFE ﬁtﬂ% dim + ". End your judgment with the word "END'")

Multiple generation

f += assistant("Judgment:" "judgment", stop="END"
+= assistant("Judgmen + gen("judgment", stop )) calls run in parallel

Mz # Merge the judgments
ﬁ%ﬁ multi dlmenSthal_JUdge é&j:% judgment = "\n".join(f["judgment"] for f in forks) Fetch generation results
74% # Generate a summary and a grade. Return in the JSON format.
X_‘ | éﬁ s += user("Provide the judgment, summary, and a letter gr‘ade")

s += assistant(judgment + "In summary,” + gen("summary", stop=".")
+ "The grade of it is" + gen("grade"))

£t
S: EEEF/_\ET’H(/LJ\ schema = r'\{"summary": "[\w\d\s]+\.", "grade": "[ABCD][+-]?"\}'
s += user("Return in the JSON format.") Runtime obtimization: fast
s += assistant(gen("output"”, regex=schema)) untime optimization. fas

path : lg]/f%j/ﬁ:ﬁg/jfé state = multi_dimensional judge.run(...) constrained decoding (Sec. 4)
print(state["output"]) Run an SGLang program
essay: S E A SGlang REYEEICSOTFIRISCINERT 7 9052 -KEE- S FRIB IR
SGLang FRAARIFRIELALL &R,

Runtime optimization: API
speculative execution (Sec. 5)



SGLangZmtza~ 5

dimensions = ["Clarity", "Originality", "Evidence"]

i%%)ﬁi%: SGLangT;EéTﬁTﬁéﬂJ?iiﬁ, ﬁﬁ?%ﬁ%”iﬁ‘ @function

def multi_dimensional judge(s, path, essay):

= FE A R R AN s += system("Evaluate an essay about an image."
= *%:l: E/J EI:L"m’[jLL» y ( y ge-") Handle chat template

s += user(image(path) + "Essay:" + essay) . ]
s += assistant("Sure!") and multi-modal inputs
Pythonﬁﬁﬁt IX‘Hﬁr TU\ ,?PYthon th:.ﬂenﬁ # Return directly if it is not related Select an option with
s += user("Is the essay related to the image?") the highest probability
—‘f@’fi}zﬁ S += ﬁssistanE(seleSt(::r.'elated", choices=["yes", "no"])) Fetch result; Use Python
if s["related"] == "no": return control flow
# Judge multiple dimensions in parallel R
. - ; ; time optimization:
function: X_‘/\ ; forks = s.fork(len(dimensions)) un
8 for f, dim in zip(forks, dimensions): KV Cache Reuse (Sec. 3)
. — 525918 B L f += user("Evaluate based on the following dimension:" +
system: %$%’ﬁ’&ﬁJ E(Jjg'%/ﬁzo dim + ". End your judgment with the word "END'") ) )
’fﬁ%%}zﬁ):' E/J?)\Ek?? ’ﬁz f += assistant("Judgment:" + gen("judgment", stop="END")) :'.}gﬁlstlrzlr?igr\e;:::ﬁzn
: Y I — [e] .
user HY R # Merge the judgments
. A v judgment = "\n".join(f["judgment”] for ¥ in forks) Fetch generation results
image: AbHH BB M KRS e

# Generate a summary and a grade. Return in the JSON format.

assistant: 'fﬁi%ﬂj]?ﬁ@ E@Eﬁﬁﬁﬂjo S += user_‘("Pr‘ov:‘Ede the judgment, summalr"y, and 'el\ letter‘"gr‘ade")" o

s += assistant(judgment + "In summary,” + gen("summary", stop=". Runtime optimization: AP

; "The grade of it is" + gen("grade")) . .
. —Z Iﬁ XE_‘ 2 G I * speculative execution (Sec. 5)
I\ s += user("Return in the JSON format.") . o
fork: G IFAT AR 73 3L . s += assistant(gen("output”, regex=schema)) 53:32%2?&3?5?22'(zaesct. 4)
iﬁiiﬂiﬂi Wﬁ’/\ E@T;Elé'f/]; o St?te i mult%_dlmenﬁlonal_Judge.run( re) Run an SGLang program

print(state["output"])

s PATERIEAT B SGLang FRZAEEIEIFFIRISCEER 790 SR - SRR
SGLang FRAARIFRIELALL &R,



SGLangZmtza~ 5

dimensions = ["Clarity", "Originality", "Evidence"]: L& T K ZiF45 S
%E‘]E/\Q’EE f%ﬂ?l‘ﬁﬁ\ Eﬁ']‘fi%DIETEEZEI%D dimensions = ["Clarity", "Originality", "Evidence"]

. .. . . \ @function
@function def multi_dimensional_judge(s, path, essay):: & X T =1 def multi_dimensional judge(s, path, essay):

s += system("Evaluate an essay about an image.") Handle chat t lat
andle chat template

SGlang gli& multi_dimensional_judge, E%%E/l\%%i& s CIRE) s += user(image(path) + "Essay:" + essay) : s
s += assistant("Sure!") and multi-modal inputs
b 77 2
path (}#E%/TI) ’ ﬂ] essay (I$> ° # Return directly if it is not related Select an option with
N N YA TR N s += user("Is the essay related to the image?") the highest probability
3-5. @iﬁ%ﬁ HT ﬁﬁ(@ S EP{?JWD%%TE/%*H?HF‘L@ ’ U\&Bjj$ s += assistant(select("related", choices=["yes", "no"]))

Fetch result; Use Python
if s["related"] == "no": return y

i control flow
(assistant) Eﬁuﬁ&" # Judge multiple dimensions in parallel Runti timizati

forks = s.fork(len(dimensions)) untime optimization:

6 11 *J%:I%%E %.H*H?% ﬁD%T*H% I)_IJ ;&LIE] for f, dim in Zip(fopksJ dj_mensions); KV Cache Reuse (Sec. 3)

NN - NSERN NI N o f += user("Evaluate based on the following dimension:" +
12-16. 18IS fork BRELBIE Z A FATIL, BMIMVPESCERIAFYENE . dim + ". End your judgment with the word 'END'") Multiol _
A Ay f += assistant("Judgment:" + gen("judgment", stop="END")) ca:Jlst:'zr?igne;srr:Itlleoln
}JF% EFE/JH:{E % # Merge the judgments

judgment = "\n".join(f["judgment"] for f in forks) Fetch generation results

_ t4 4t ‘\//\
18-22. iﬁk'u/n%ﬂﬂ: %ﬁ;kuJSON *%ﬁLIE] % # Generate a summary and a grade. Return in the JSON format.
/_\EXTE)HJ%% :EEschema, %?Eﬁ{%iﬁutﬂf@’%#%i—ém]SON %ﬁ S += user.'( Pr‘ov1‘de the judgment, summa:y, and ? letter‘"gr‘ade Z Y

s += assistant(judgment + "In summary," + gen("summary", stop=". Runtime optimization: AP

) =) % X0 + "The grade of it is" + gen("grade”)) speculative execution (Sec. 5)
24-25. Bﬁ}a’ Eli& ﬁﬁk JSON %ﬁﬁﬁiﬁjﬂj% % schema = r'\{"summary": "[\w\d\s]+\.", "grade": "[ABCD][+-]?"\}"
):E:MT IZI?& s += user("Return in the JSON format.")

Iﬂﬁﬁ multi dlmensmnaI—JUdge run s += assistant(gen("output", regex=schema))

Runtime optimization: fast
constrained decoding (Sec. 4)

EI’T EI] H BRI [F] Y JISON #% 2045 5. state = multi_dimensional_judge.run(...) Run an SGLang program

print(state["output"])

PRI R T IFAT B 2 VN R, SRR & OFEE R, JFLL

JSON%fﬁ 0], SGLang 2t 7 —&51E (U gen, select, fork, join SGLang RIS SGEHIBSLIER T 9 X - K-S F RIS A
Ay AR AR TR AR AT S I A SGLang FRAARIFRIELALL &R,



SGLangdmAEHT R

v

« Python Ji A= e 54

Al DL BRI if/for/return 584, ANFEEZIHMERIETL . tLinsflH A if s["related"] == "no": return FlLiE
R i A R W 55 B e AN R 43 3

- RREUOHT L

fork AR, KM L5H | for I3, {HIZ{TH SGLang & iliX 3 N4ERE I PEAI AT A A (@1 RadixAttention B H
KFEP EF3O => X2FE Prompt RAEME] I

o IZATHF E BN

SO P A SR bR AL A

1) KV Cache & H: ZFXT1E H NG AF AT

2) ZIRf#EIY: regex=schema ffiff 100% &34 JISON, H Prompt L2 5L

3) APIHEJIHAT: BPAEZ OpenAl API tH 58 /b i FH 2L
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PAT A « SGlLangfi I NIKK R, SLMQLFIGuidanceZ5 L,
B AV AR R A RS, AN S,

 SGlang BiE THEATIN AR, A H ST
(SGLang Runtime, SRT) .

o fiRREZRIE A

SGlLangf2 7 7] LLIE I fd Beas AT, H ARy —1>
T . R EN SR MBS N 4421817,
AT AL

o KVZEAFEH: B EZANLLMIAM 2 A= HKVEE,

o I Ao

SGLangf2 ¢ ] PAgw i et 5 B 3 i AT 28 34T, 1X | \
N L R T 7T B WAL B o H A AP -
o LT SRR PR A R AL, st

A A T
SGLangillit et BB HAREEAMTRGY, by el CHUSOND BRI

ST A, SRR IELLMAR 5 O R A AT, o APHIEIITAT: EFXTAPIEREL, #1OpenAlffIGPT-4,
SGLang i FHHEMIHAT R Z T AR



SGLang R HHYRadixAttentionFz AN

RadixAttentionfi A : 1§ F RadixAttentionflLft.KVCache '] E5 H :

— T e 2 H LLMAHE B R A UKV Cache 1) 77 12 o JLEUB (Radix Tree) : RadixAttentionfs FH ZE UM K&
Htoken 7 51| Jt F Xt N KV AT 5K & AR . SEAOMT
—FhE R B IR A, B R R AT R . B
FAMIE HERAE

Thinking: LLMHE [FIJHfESH, KvCache = FH 1IHk 5L

FELLMIF) A ARG, R — 28 10 %0 H B T 3T — 22 1
i, SEENFEEHAT ZRFAET, BIE T |
Tl S R R T S R B 9 N7 (HBMD BB LRUIZ H TS . RGesEH 1 LRU (eiime /DA ) 1B H

S GEAF T => SRR SOT SRR T ey, o BRI H iR R
AR EGEAT .
o ZRAFIFNIE : RadixAttentionih B HE — AN AF AN
PSS, IR T PR IR 07
s, T 7l B o S Py 75



SGLang R HHYRadixAttentionFz AN

Thinking: &4 ¥ fi#RadixAttention &4 7 fRERAT 4 7] @ 2
). AR A OO, B
i 7 %R FH3EEUW (Radix Tree) & Fltoken/¥ %1,

BCENLH]: LRU (Holig/MER) IR + 27 B B
MR AR 2 — R E 2P
54t 77, (JCRadixAttention) : &R L&, RASE T MG FEZE LT

RadixAttention /7 =\:

YA

€300 DI 31(5 875 =g}

[ TSN
k2 E-R EEet, IREH . A, A
Bk RN R E-R B, "RE-R R E

Rl AR ER (LRU WEGE, HIRH

—OHERE I A CEFL NS (KV Cache) , JRZTH AT A
H 2 B 2 BT A 2 AF

ER, WHMARzE A BN

EROaAES BT, RGNk 5
Ae 3 FH A AL Al AT 5
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LR = B RS KTRAE, AP B B - L E AN A4
(RUMIK = (RGOS T T R, (R E 3 A
A OIS = SIS LR, AL S R, b o L



SGLang R HHYRadixAttentionFz AN

RadixAttention:

1 @ @3) (4) (5)

AR —FEUR S, @ﬁ%%w%mm@%%WOEEE%wmm T T
G AR, BRI AL BL P A8 bR
T AT LU AR B 70 BRI, KR IRE T A%,

You are a helpful assistant.

User: Hello! User: What can you do?
Assistant: Hi! | Assistant: | can ...

User: Solve this problem ...

: ) ;
Assistant: Sure! ... User: Write a story ...

Assistant: Sure! ...

User: Solve this question...
Assistant: Sure! ...

(6) (7)

ﬁ;& *Xj‘% EE k , ﬁ” & Xj‘ ’\\ E(] KVQ% /—l E&E‘ E/\J Hy% ) Question 1: ... ) Question 1: ...
o . nswer 1: ... . nswer 1: ...

1§ )EH to e n % —A g ? % You are a helpful assistant A 1 You are a helpful assistant. A 1
Question 2: ... Question 2: ...

Answer 2:... Answer 2:...

Uho IXEEKVZEA7 oK s DLAREZER . 3 TG A7 6, Ford [ [smaneer |qeers. T e Sl

User: Write a story ...
Assistant: Sure! ...

EW

=

User: Write a story ... What ... When ... How ...
Assistant: Sure! ... Answer 3:... | Answer 3:... |Answer3:...

B 01K /MH 2T — M tokens

?'ﬂGPU Vﬂﬁ?ﬁ‘ﬁ%fﬁﬂiw%ﬁiﬁ%, INT— ﬁ%E@LRU _ .

You are a helpful assistant. Answer 1: ... You are a helpful assistant. Answer 1: ...
Question 2: ... Question 2: ...
/ I\ l] l] Answer 2:... Answer 2:...
H,i H,i 53 | User: Hello! .| Question 3: User: Hello! Question 3:
Assistant: Hi! Assistant: Hil

‘ ‘ - ‘ \ ¢ O
+, W%'fa 118 /Aiﬁ%ﬂf‘ﬁﬁf DL EE E@Jﬁmfﬂf‘ﬁ%ﬂz i Wéé

User: How about ..? D
Assistant: It is a J

— o S e b e b




SGLang R HHYRadixAttentionFz AN

Thinking: /54 FERIEER (Radix Tree) 545 45 F 415 2

TR GURT M (Trie) BROE 7 540

o FIEHETEIHX " FEEET: > >M >SS X (6l
o FEANTFHRE A — N E

FEE (Radix Tree) (5 & BE s 4 S -

o HEA —FUbRC bR X" (R — O

o BREFRIC LR GREIFIZD . N SR X EEE X
o HADVEAEKFH, KRR mERBE



SGLang R HHYRadixAttentionFz AN

Thinking: FIXFAFEESL ) ARG, WAL ?

o MBIRICERIITFEZ N, (HA KR I Fdx e Bk

o VEIRIS CHEambE 7 7D ARSEIE"HIRE X/ X - BAR T T XA BARR 5 (1) il
o AR FIE X XA (A, ROy HEA A AT REIE 2 A



CASE: AR5 (RadixAttentionFzAN)

n @ (3) (4) (5)

Thinking: £ XTAIZ AR F 0y, RadixAttentionfI{AALFEESEIESR? O

You are a helpful assistant. You are a helpful assistant. You are a helpful assistant. You are a helpful assistant.
User: Hello! User: Hello!
Assistant: Hi! Assistant: Hi!

User: Hello!
Assistant: Hi!

User: What can you do?
Assistant: | can ...

BRI —NAERARGEIR, REBERIZA ) HRTE. B, |

User: Solve this problem ...
Assistant: Sure! ...

User: Solve this question...
Assistant: Sure! ...

User: Write a story ...
Assistant: Sure! ...

AIR(1): FIERIRAS

FEW RN, BRI 2 AR, AR P il

(6) ()

Question 1: ... Question 1: ...
You are a helpful assistant. Answer 1: ... You are a helpful assistant. Answer 1: ...
Question 2: ... Question 2: ...
Answer 2:... Answer 2:...
/\ User: Hello! User: What can you do? Question 3: .. User: What can you do? Question 3:
/ gAR ( 2) — %. )i' ( —Ij = \ ) Assistant: Hi! Assistant: | can ... Answer 3: .. Assistant: Hi! | Assistant: | can ...

EW
=l
User: Write a story ... What ... When ... How ...

Assistant: Sure! ... Answer 3:... | Answer 3:... |Answer3:...

O

User: Write a story ...
Assistant: Sure! ...

FH kK i%: "Hello"

(8) (9)

ZIN é}i %/—\Eﬂ_\‘ H " /f/J\ = /I\ﬁ ?'EILJK Hjj E(J Hjj %E‘ " You are a helpful assistant. 2::;:?2:1.“ You are a helpful assistant. /c\l:sevsv:?r;.l

Question 2: ... Question 2: ...
i Answer 2:... Answer 2:...
User: Hello! i Jicteq | Question 3: Usgr: He|_|°!.| Question 3:
LR IR S ["RE—MEHIIMEIT. User: Hello! e - Assistan:Hi

User: Solve this question... | What .. When .. How .. Answer 3:

J What .. 3
H . HIL Assistant: Sure! ... Answer 3:... [Answer 3. Answer 3.
Assistant: Hi!"] > 7 Kia ias e o
Assistant: It isa ... [D This is . Letus. We can . To solve ...

AR e AT R B 7 (LRUD ¥k S50 U RadixAttention 8 {E 1751
SR T O I A, LR R R A BB B s s




CASE: AIEARAFIyTE (RadixAttentionFZAN)

[F] — AN P RSN Y i)
FH P 4k %E15] . "Solve this problem..."

SHEI%: 2GR RE—" "M E BT . User: Hello!
Assistant: Hil"1X#80 C &7 CEOT &)

. it "User: Solve this problem..."iX#547y, FHEETAb R
ROR: FH—FXHERIKY Cache HIZEH, AHEHIIE
SER4): BAFESIIAN Cimd)

% P Ki%E: "What can you do?"

RIS

RGP IRE — A BRI B 2 L R )

#AE: TRy, PR LR R GRS RS X

MilE

o3 BUEW A5, IR R —MRAET

n @

U

You are a helpful assistant.

User: Hello!
Assistant: Hi!

(6)

(3)

You are a helpful assistant.
User: Hello!
Assistant: Hi!

User: Solve this problem ...
Assistant: Sure! ...

You are a helpful assistant.

User: Hello!

(8)

User: What can you do?
Assistant: Hil | Assistant: | can ...

User: Write a story ...
Assistant: Sure! ...

Question 1: ...
Answer 1: ...
Question 2: ...
Answer 2:...
Question 3: ..
Answer 3: ..

You are a helpful assistant.

User: Hello!
Assistant: Hi!

User: Solve this question...
Assistant: Sure! ...

User: How about ..?
Assistant: Itisa ...

Question 1: ...
Answer 1: ...
Question 2: ...
Answer 2:...
Question 3

(4) (5)

User: Solve this question...
Assistant: Sure! ...

User:
Assistant: Hi!

You are a helpful assistant.

Hello! User: What can you do?

Assistant: | can ...

User: Write a story ...
Assistant: Sure! ...

Question 1: .
You are a helpful assistant. Answer 1: ...
Question 2: .
Answer 2:...
User: What can you do? Question 3:
Assistant: Hi! | Assistant: | can ...
EW
]
User: Write a story ... What ...
Assistant: Sure! ... Answer 3: ...

O

(9)

[:_1
J
What ... When ...
Answer 3:... |Answer 3:...
0

O Zt: NI R
Wt WU BIMZAF T S (Z KV Cache)
O 4t BIOEERI S CBEINAR)

You are a helpful assistant.
User: Hello!
Assistant: Hil

How ...

Answer 3: ...

When ... How ...
Answer 3: ... | Answer 3: ...

Question 1: ...
Answer 1: ...
Question 2: ...
Answer 2:...
Question 3:

What ...
Answer 3:

J
X This is ... Letus... We can ... To solve ...

CHrit B HIKV Cache)



CASE: AR5 (RadixAttentionFzAN)

(5) WﬁTE ﬂ:ﬁ /jﬂ( ( 1\\\C%§I}[ n @ ®) @) ®)

You are a helpful assistant. You are a helpful assistant. You are a helpful assistant.
User: Hello! User: Hello!

gﬁ‘:/l\g)i‘ é[ikéi I‘Eﬂ H "WFite d StOI'y..." Assis‘tant: Hi! Assis'tant:Hi!

You are a helpful assistant.

User: What can you do?
Assistant: | can ...

User: Hello!
Assistant: Hi!

User: What can you do?
Assistant: | can ...

User: Hello!
Assistant: Hi!

User: Solve this problem ...

I‘l:ﬂ %E H G P U Eﬁ'mri% T Assistant: Sure! ...

(RUMIK: e CB—AVE /I —hE &) RRAKMN  ©

User: Write a story ...
Assistant: Sure! ...

User: Solve this question...
Assistant: Sure! ...

Question 1: ... Question 1: ...
You are a helpful assistant. Answer 1: ... You are a helpful assistant. Answer 1: ...
n+ ? %&* jj QI é I}E Question 2: ... Question 2: ...
Answer 2:... Answer 2:...
User: Hello! User: What can you do? Question 3: .. User: Hello! User: What can you do? Question 3:
Assistant: Hil Assistant: | can ... Answer 3: .. Assistant: Hi! | Assistant: | can ...

EW
=l

User: Write a story ... What ... When ... How ...
Assistant: Sure! ... Answer 3:... | Answer 3:... |Answer3:...

O

RE: TTRd GESARPIIS 5 k¥, DOYNIAR

User: Write a story ...
Assistant: Sure! ...

. FET S d RS 0" User: Write a story... ® "

Question 1: ... Question 1: ...
You are a helpful assistant. Answer 1: ... You are a helpful assistant. Answer 1: ...
Question 2: ... Question 2: ...
i Answer 2:... Answer 2:...
User: Hello! i y Question 3: User: Hello! Question 3:
Assistant: Hil Dikasas Assistant: Hi! ()

E—l

J What .. e
User: Solve this question... | What ... When ... How ... Answer 3:

Assistant: Sure! ... Answer 3: ... L\nswer 2 L2 %\nswer B

User: How about ..? 5 7

Assistant: Itis a ... [D gh‘s L get us: éwe can: So solve ..

i Felr e/ E R (LRUD VUK SR EE ) RadixAttention 4 1 - 151,
TN BB T O ] A, ) N A SR B O 1 B AT AR



CASE: AIZER

R0~ (RadixAttentionFzN)

o AL E AT AH B A &

o gﬁx

K T200 7, AR IR SRS B A

Answer 1..."

BE: MR R,
I [F] Hi 4%

B 3
2/Answer 2..." %% 2%

CDREAS )

A 7~ " Question 1...

DR DI B85 ) il 5 22 R IR R A

7 ekb i 7 "Question 1/Answer 1/Question

LA 200 H P AL ZE R —F" 71 7 25"V Cache

n @ @3) (4) (5)

U

You are a helpful assistant. You are a helpful assistant.

User: Hello!
Assistant: Hi!

You are a helpful assistant.
User: Hello!
Assistant: Hi!

User: Hello!
Assistant: Hi!

Assistant: | can ...

User: Solve this problem ...
Assistant: Sure! ...

User: Write a story ...
Assistant: Sure! ...

User: Solve this question...
Assistant: Sure! ...

(6) ()

Question 1: ... Question 1: ...
You are a helpful assistant. Answer 1: ... You are a helpful assistant Answer 1: ...
Question 2: ... Question 2: ...
Answer 2:... Answer 2:...
User: Hello! User: What can you do? Question 3: .. User: What can you do? Question 3:
Assistant: Hil Assistant: | can ... Answer 3: .. Assistant: Hi! | Assistant: | can
EW
]
User: Write a story ... User: Write a story ... What ... When ... How ...
Assistant: Sure! ... Assistant: Sure! ... Answer 3:... | Answer 3:... |Answer3:...
(8) 9)
Question 1: ... Question 1: ...
You are a helpful assistant. Answer 1: ... You are a helpful assistant. Answer 1: ...
Question 2: ... Question 2: ...
Answer 2:... Answer 2:...
User: Hello! i Question 3: User: Hello! Question 3:
Assistant: Hil e Assistant: Hi!
X E']
J What .. )
User: Solve this question... | What .. When .. How .. Answer 3: )
Assistant: Sure! ... Answer 3% Answer 3 Answer 3.
User: How about ..? X 4
Assistant: Itis a ... [D ghns is. éL]et us. £We can. So solve ...

i Felr e/ E R (LRUD VUK SR EE ) RadixAttention 4 1 - 151,
TN BB T O ] A, ) N A SR B O 1 B AT AR

User: What can you do?



CASE: AIZER

R0~ (RadixAttentionFzN)

LIR(T): EEAtEEN
Bok—dtta, LEE— A DEAR G
AR Trle, bW IHE WL R

ROR AR B R X
TN B RE R ER

gagl

[FIR S — 2 (KBS A% )

HIE(8):
BN CER3HT SbEE) KRHHEE
LRUVEIR: N T BB =SR], BKiER
RN EAT B B/ b

RE: B AR ORE GG A

Wi R AES NI NS R, D

Mo MG AT I 2 45 P A 222

, Hid

B AEP WA TR (ghlh)

(1)

()

U

(6)

User: Hello!

You are a helpful assistant.

User: Hello!
Assistant: Hi!

(3)

You are a helpful assistant.

User: Hello!
Assistant: Hi!

User: Solve this problem ...

Assistant: Sure! ...

You are a helpful assistant.

(8)

il il

User: What can you do?
Assistant: Hil | Assistant: | can ...

User: Write a story ...
Assistant: Sure! ...

You are a helpful assistant.

User: Hello!
Assistant: Hi!

User: Solve this question...
Assistant: Sure! ...

User: How about ..?
Assistant: Itisa ...

.,

(4) (5)

User: Solve this question...
Assistant: Sure! ...

User: Hello!
Assistant: Hi! | Assistant: | can ...

You are a helpful assistant.

User: What can you do?

User: Write a story ...
Assistant: Sure! ...

When ... How ...
Answer 3: ... | Answer 3: ...

Question 1: ...
Answer 1: ...
Question 2: ...
Answer 2:...
Question 3:

What ..
Answer 3:

(7)
Question 1: ... Question 1: ...
Answer 1: ... You are a helpful assistant. Answer 1: ...
Question 2: ... Question 2: ...
Answer 2:... Answer 2:...
Question 3: .. User: What can you do? Question 3:
Answer 3: .. Assistant: Hi! | Assistant: | can
EW
]
User: Write a story ... What ...
Assistant: Sure! ... Answer 3: ...
9)
Question 1: ...
Answer 1: ... You are a helpful assistant.
Question 2: ...
Answer 2:...
Question 3: User: Hello!
Assistant: Hi!
What .. When .. How ..
Answer 3% Answer 3 Answer 3 =

0

This is . Letus. We can . To solve ..

B/ DEH (LRU) &K SRS Y RadixAttention 2 4E 7~ 11,
TS R 9/ ] 5, T N A SR I RO ) B A TE AR



CASE: AIZERR

75l (RadixAttentionz/N)

3 EERE (2AE

X AR A A, TR A AN R R AR & &
(What/When/How)

WIR(9):

HAb I SR
ESSLN

_J_A

BAE: N T s A, R AL k.

g, NS I AN AL, REAFEE

S H: Question 3HJKV Cache R it H—k, 4NMNERILERIZ

n @

U

You are a helpful assistant.
User: Hello!
Assistant: Hi!

(6)

(3) (4)

You are a helpful assistant.
User: Hello!
Assistant: Hi!

User: Hello!
Assistant: Hi!

User: Solve this problem ...
Assistant: Sure! ...

Assistant: Sure! ...

User:
Assistant: | can ...

User: Solve this question...

(5)

You are a helpful assistant.

User: Hello!
Assistant: Hi!

What can you do?

Assistant: | can ...

User: Write a story ...
Assistant: Sure! ...

You are a helpful assistant.

User: Hello!

Assistant: Hil | Assistant: | can ...

Assistant: Sure! ...

(8)

User: What can you do?

User: Write a story ...

You are a helpful assistant.

User: Hello!
Assistant: Hi!

User: Solve this question... |
Assistant: Sure! ...

User: How about ..?
Assistant: Itisa ...

il il

Question 1: ... Question 1: ...

Answer 1: ... You are a helpful assistant Answer 1: ...

Question 2: ... Question 2: ...

Answer 2:... Answer 2:...

Question 3: .. User: Hello! User: What can you do? Question 3:

Answer 3: .. Assistant: Hi! | Assistant: | can ...

EW
=l
User: Write a story ... What ... When ... How ...
Assistant: Sure! ... Answer 3:... | Answer 3:... |Answer3:...
9)
Question 1: ... Question 1: ...
Answer 1: ... You are a helpful assistant. Answer 1: ...
Question 2: ... Question 2: ...
Answer 2:... Answer 2:...
5 Question 3: User: Hello! Question 3:
: Assistant: Hi! ()
E—l
J What ..
What ... When ... How ... Answer 3:
Answer 3:... |Answer3:... |Answer3:...
0

This is . Letus. We can . To solve ..

m/DEH (LRUD ¥ UK S Y RadixAttention g 7= 41,

AN S T 9NN TA] L, L% A SR N SRR R 8 AT AR

User: What can you do?



R RAEE

Algorithm 1 Cache-Aware Scheduling for RadixAttention with Continuous Batching.

Input: The radix tree 7', the memory pool P, the current running batch B, the waiting queue ().
Output: Finished requests and updated system state.

AT SR

o 1Pt R = 27 stoken B R / HEntoken P B,

o B A VA RE L B AT U T LR 25
BIZEAE fr b

B, nARAE KR E SR A EAEAFRR . AMHKRIBIERZ
[EIY)H, =3RS AR e R 2.

TR Wt 1 — DA RN R P SRR =y A7 o
FEHLAC TR B A, AT TR UL G R AT 4 BEXHE SRk AT

AEFP, RO AR HEDLACHTZE BEACHIIE R, A2 Y
2 5 AR 55 A ]2

/! Get all requests from the waiting queue
requests < Q.get_all_requests()
/1 Search for the prefix matching for all waiting requests
for req € requests do
req.pre fiz_node, req.prefiz_len < T.match_prefix(req.input_tokens)
end for
/1 Sort the requests according to the matched prefix lenghts
requests.sort()
// Select requests for the next batch
available_size + T.evictable_size() + P.available_size()
current_size < 0
new_batch + ||
for req € requests do
if req.size() + current_size < available_size then
new_batch.append(req)
delta < T.increase_ref_counter(req.pre fiz_node)
available_size < avatlable_size + delta
end if
end for
Q.remove_requests(new_batch)
// Insert requests into the current running batch
B.merge(new_batch)
/I Allocate new memory and do eviction if necessary
needed_size < B.needed_size()
success, buf fer <+ P.alloc(needed_size)
if not success then
T.evict(needed_size)
success, buf fer « P.alloc(needed_size)
end if
B.run(buf fer)
// Process finished requests
finished_requests < B.drop_finished_requests()
for req € finished_requests do
T.decrease_ref_counter(req.pre fiz_node)
T.insert(req)
end for
return finished_requests




Qgr/u\ﬂ] -l‘J_.lJE

Algorithm 1 Cache-Aware Scheduling for RadixAttention with Continuous Batching.

Input: The radix tree 7', the memory pool P, the current running batch B, the waiting queue Q.

FIRLE R | RS AL PR ) G2 A7 IR R B2 1 D A QR

MioN: BT, WAARP, HETIEITHIALIKB, FAFIASIQ.
farit e 52 BCRTE SR EE 0T 5 B RGUIRES

RPN

1o SRIEERF AR P TE K RS AF A B T 18 SR
2. NTA SR HERILECITZE : X T 557 A A R ME 3K,
i P FE BN TR VT BC 1 K i N token [T . X — D IR Hff 2 W
ELE R T LUEH 8 IKVEZ )

3. ARHEULEC TS PR R HE 7 B8 SRR k8 UL B 21 0 T 4%
KEEHATHRR, DU oe AL B8 L T BE i 48 SE A IR K .

4, WP —HAEFAITE K

TR 2T ] B A ARV CEER TIZ I A7 R/
RN EINE PN

i PO HER JE TR K, SRR L n] DA i N A KN AR B R R
I8 B2 A HY e

Output: Finished requests and updated system state.

/! Get all requests from the waiting queue
requests < Q.get_all_requests()
/1 Search for the prefix matching for all waiting requests
for req € requests do
req.pre fiz_node, req.prefiz_len < T.match_prefix(req.input_tokens)
end for
/1 Sort the requests according to the matched prefix lenghts
requests.sort()
// Select requests for the next batch
available_size + T.evictable_size() + P.available_size()
current_size < 0
new_batch + ||
for req € requests do
if req.size() + current_size < available_size then
new_batch.append(req)
delta < T.increase_ref_counter(req.pre fiz_node)
available_size < avatlable_size + delta
end if
end for
Q.remove_requests(new_batch)
// Insert requests into the current running batch
B.merge(new_batch)
/I Allocate new memory and do eviction if necessary
needed_size < B.needed_size()
success, buf fer <+ P.alloc(needed_size)
if not success then
T.evict(needed_size)
success, buf fer « P.alloc(needed_size)
end if
B.run(buf fer)
// Process finished requests
finished_requests < B.drop_finished_requests()
for req € finished_requests do
T.decrease_ref_counter(req.pre fiz_node)
T.insert(req)
end for
return finished_requests
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Algorithm 1 Cache-Aware Scheduling for RadixAttention with Continuous Batching.

5+ MEEFRFIAAI AL B b (75 K B3k 5 BT K NS A BA S o

Input: The radix tree 7', the memory pool P, the current running batch B, the waiting queue Q.
Output: Finished requests and updated system state.

Mk, SR EATIIA S ATE AT Rt

6+ AFIERIMA AT AT AL Rk IE R & IR B HRTis T
b

7+ pECHAAEIFRMT B (W R EZ T

AR HHTIB AT R T R TH R TR o BN A7 RN
RN EC RS, WIREEHAT: WERASETD, W AFER
B A AT LB A AF

8+ AT HRTEAT R T A I >R

9. ALFETERTIIE K

ME B AT HIHE R SR € i) 1

PR SERAIIE R, B RO T ST T s, JRREE K
SN B A o DL R 2L

10 R [FIFERGHITRE K : IR BT Qe BT K, IXEIE R A
T4 R AT DI T ik — B i AL P B Bk Y

/! Get all requests from the waiting queue
requests < Q.get_all_requests()
/1 Search for the prefix matching for all waiting requests
for req € requests do
req.pre fiz_node, req.prefiz_len < T.match_prefix(req.input_tokens)
end for
/1 Sort the requests according to the matched prefix lenghts
requests.sort()
// Select requests for the next batch
available_size + T.evictable_size() + P.available_size()
current_size < 0
new_batch + ||
for req € requests do
if req.size() + current_size < available_size then
new_batch.append(req)
delta < T.increase_ref_counter(req.pre fiz_node)
available_size < avatlable_size + delta
end if
end for
Q.remove_requests(new_batch)
// Insert requests into the current running batch
B.merge(new_batch)
/I Allocate new memory and do eviction if necessary
needed_size < B.needed_size()
success, buf fer <+ P.alloc(needed_size)
if not success then
T.evict(needed_size)
success, buf fer « P.alloc(needed_size)
end if
B.run(buf fer)
// Process finished requests
finished_requests < B.drop_finished_requests()
for req € finished_requests do
T.decrease_ref_counter(req.pre fiz_node)
T.insert(req)
end for
return finished_requests




Summay (&RFERAEE)

At = A7 U token®y / & token%
A WORBEHLAEEIE K, = S8EA F3h" (NN 2247 5 B D
R Ty e RS BRAT SR L B i K HTE K, A2 ek S ik 55 (FCFS)

tban. Mg zeta & sk

gt i\ (GERSEmRS) -

© REALLKL, MEBLRAL, MECEARLN, FEDEMLH

o Y ACRE)SB(ALA), HiXE)SCARR, HEFHEE)>D(IRR, #rig)
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o fEFP: kAL € E GEREZRRD UGIESALHE

o ROR: FEWZIBEIRGS (KV Cache) TRIFAZ, ESARSIDAN, KIEFRTHRE



Summary (RadixAttentionfz/\)

o JLEH (Radix Tree) o ZRAFIRINATE

RadixAttention i FH JE £ R B B token 7* FI RN B UKVEE I 22 47 RN ) i P2 SR, 0 Se A BB 22 45 m] g = H
75K B 22 [A] R RS IAKVEZIIER, FRREEBEZCREANATT & .

HEM RVFPUER TSR EH BmAMZEHERE. @dsSHE NN, FIERRIE N AR AT

HEE SR fl:ﬁ,:‘f: H 3 0 sl;égo
e LRU (EiFH/Mii ) VIR ER . PFEK, DR¥FERRIZATIR

NTHBEBRNE, LT LRUGAEE IR FRE

RadixAttention R & FH LMSYSZH 23 75 & HISGLang Tl H HH 32 H [

HRAELMSYSH ZFAE 7T, RadixAttention ] PLIE 2 HLLMALE . fEA10G GPU_Lfifi i Llama-7Bfl1Mixtral-8x7B 1%
AT ER I, 5WA R4 (WGuidancefvLLM) #HEL, K FRadixAttentionH]SGLang R4t sEH | =5iA5
& E =R T
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o ZIRARAD TR KR o E45HRIRZASHL (Compressed FSM)

FELLMM AR, 208 3 B A [ dar HH IR BUONAT SR ER N TIRRIXAN A, SGlang G T IS4 A BIIRZSHL, AT
o BIAISON. XA KAl LI A IEMIZRIA S, ibdmd  DAFEMRAS LR b R I AL B 22 1 token.

ORI TE AR ORI VB B — R ALK i e AT R
. T ARG IR RASEE, HAE T LTI T 4% 2 1 token D & 36 51
G R T T A, Ak R TR

token, IXFEAH 2 token ] D[R] i A2 29 A 25 A I R
Ko XMITEEAL A 7 41 B 2 2% 20 PRI ST HARRL



SR EEES (Compressed FSM)

SGLangi@fit v — M IENFRA XS HL, ] 1ENERE Ak
dimensions = ["Clarity", "Originality", "Evidence"]
EEIHTIR LT, KRk S T2 ST R o

multi_dimensional_judge(s, path, essay):

s += system("Evaluate an essay about an image.") Handle chat t lat
andle chat template

VIZS %Q}E /{ HIJ%% ‘E}"ng:%jjﬁ j( 1: s += user(image(path) + "Essay:" + essay)
Eiflﬁz}zﬁ o SN~ _J‘IE) AT IEE’I AN ﬂ-t s += assistant("Sure!") and multi-modal inputs
# Return directly if it is not related Select an option with
(FSM) s += user("Is the essay related to the image?") the highest probability
s += assistant(select("related", choices=["yes", "no"]))

Fetch result; Use Python
control flow

1tipl i i i llel
TEMERS IR, 4E7 HATHUFSMIRES, T —AMIRES R forks = s fork(len(dinensions)) Runtime optimization
for f, dim in zip(forks, dimensions): KV Cache Reuse (Sec. 3)
T o N 27 D 55 N — f += ("Evaluate based the following di ion:"

ARG, PRI RIMRRE AT, B R dim + . End your judgnent with the word 'END'")
f += assistant("Judgment:" + gen("judgment"”, stop="END"))

M S /ey vA L L # Merge the judgments
‘[’alﬁ{j‘ﬁfpﬁ%o judgment = "\n".join(f["judgment"] for f in forks) Fetch generation results

# Generate a summary and a grade. Return in the JSON format.
s += user("Provide the judgment, summary, and a letter grade")

n\\ %ﬁ*ﬂ/\_‘{/\ r$ﬁ¢ﬁ%§A*?la Hj‘ %EI] TT’EA S *= assistant(jutljlgment + "In st}mm{ar‘}{, C geT("sumTary", stop=".") Runtime optimization: API
+ "The grade of it is” + gen("grade”)) I speculative execution (Sec. 5)
y h T e ow P " "grade”: " 12\
TR T . Blan, EH R =7 7{" summary": ! e T T

s += assistant(gen("output"”, regex=schema)) constrained decoding (Sec. 4)

7_‘ J—_E I% ﬁq:ﬁf‘l, %EE IIFI E%Kj}‘t T % /\* ste‘lte = multi_dimensional_judge.run(...) Run an SGLang program

print(state["output”])

if s["related"] == "no": return

Multiple generation
calls run in parallel




SN RAERS (Compressed FSM)

mE (o o, TESAMEEHBL RMEERS N G N EE N Mrid. BOYBUE R4 FSMAT A AT 48 22 Ta] R = 48

i, PHAE T ZFRicAb B, SBURMSEERE

SGLangifl it G2 — N7 A3 s i FSM X PRI 2 R RS IZ AT I R 5o IR IZ AN PR - 704 FSM I3 FSM R 418 B BA00CRS i 1 4 F 134
nE (o) Fros, vFE BN A PL— RS2 Mrid. £E (d) F1, 4l B2 bnid a] BUE—AFi ) 42 g s,

RARKINE | i fe. etedHn, &+ e ENRE.

D FSM state D Token <:> LLM decode
@{ T'S“@"”@m@“@*@":-" (o ) summany™ " 71

) Normal FSM for regex { "summary™: " (b) Compressed FSM for regex { “summary" :

o8 =58 0-@ ) ) (- ()

(c) Decoding process with normal FSM (d) Decoding process with compressed FSM

IR M EAE A BRARASNL (FSMD RIS CRRIZ_Fom 28
WL fE ] Compressed FSM,  SGLangHEW& /AL B, IR 1RSI . XA vAREIE FH T K5 SR B 2R 20 R R AR A AE 55



APIFENIHL T

o GEITAPHEN AT, SKidim R G APHE U7 IR KB AP AT

‘Eé‘%@ X - ) i s 1 S 0 4= AN NI S >
IR (WOpenAlGPT-4) 113~ I A « APHIEWIIT R —FHER, & oV RGCAEHEAT S hRAPI
TR DA TIAPL (ANGPT-4) , HEEELT B EAPIHE 2 H, BN IFA ln] B /5 2 A8 . Ry iRE
Vi 0] => ik BB R A Y &R AT AR R A R HE B Fan AR DR /D b B AP IR
EIXEEAPIBI R, REIRAERL (gen) BAETE—IKAPI < 7ESGLangH, W] LLIEILAE 5 — IR AP A B A2 Rl 2 A
H, 8 Rt B Z 5 A . token, TMIARNALA AL — M token R SEIL . X LLEAME

fltoken Al A 247, T IR SEHIZE LSS, i
/b TR APIE YA



APIFENIHL T

APIHENHAT =B (AR - AP AT LS
o BEA —MERFREAR N A A APRAIRM IR : Y3/ APUR FH IR, b S e . B[]
AL IIAPIR R, AIBeT MR : —IRAERKA c TRV VR B A T RS

PR, — AR
s IXROTE SRV A RO A TR SR,
AR TS AT AL BRI D 1 SRR I ]

& w0 =
L )
< I
# Bk 0o

s += context + "name:" + gen("name", stop="\n") + "job:" +

gen("job", stop="\n").

T BT, XD gen iGN N TP NAPHA M, X E B
EHH P HFE N B Ctoken i A\ B AT IR
7ESGLangH, W] PATESE — AN A BB FHHEN AT, FRik
‘BIE I WSS 1E SRR Ak A il — LA A T token . RS
PREBINME R Y, 5 e EiEDLECAIE A .



APIFETIEAYT

Thinking: APIFHENI Bk 244 ?

o T AE R

=AM THAT B ST AT T F AR 1

S I token 5 SEFR FF Z [ token AN ULEL, 7] B2 T BUASM 1 Ab B RSAS
o TREH:

=> T B AIHLA R S BN ZAF AL il token,  PABRER © AT AT LA 1L A 3 22

APIHEI AT I L B AEs TN A 2L s, DLl 1 X R AP AL f) i I A
AR = 1 IERE, IR T A .



Summay (APIFENIFLIT)

APIHEM AT C(API Speculative Execution) & SGLang £F*J Mk API LAY (40 GPT. Claude 35) i iH ) — M4 &k
+HRIE T

Thinking: A& (& AP HEMITAT ?

« TEAEH GPT/Claude %57k API

o TEFSEMIRAE Chnfb e $EE 3 N F B : name/job/age)

« HEHZRZ 10-20% 1) token YR 7 R B GE 1R BF#AIK

Thinking: A& I fig AN E ] 2

A AR YR (F RadixAttention B 7y ) REBAEFINE T2 AR (E%
RadixAttention HJ a5 2247 ) , H4 H1%EH OpenAl API
H'EE 77 1) Prompt Caching TjiE

FERFEE R (iffelse Z48) , MELLTIM T —20



AN LESR
SLEVTSY

SEa6 H Y o FRZGLLEL:

 SGLangs& FHPyTorch=ZHLIF, MR H K25 IESGLang  SGLang SHLA [ 24w e R SIS e 3 5| #3047 AR,
FESCBRN HH IR, fdhant e (B AEEERIER X RGNS ZE B G AR RIE S OB TR A5
Hm) LR LB EANE SR B 75 R 6]

SEI W
o B fFRAFRKR/PRIEA, Bfhilama-2. Mistrals

LLaVABG AIALAIAE T, DL J OpenAlfIGPT-3.5 APIAE Y,
B SENTIC RN 70(CASE, A T floatl6kEfE .

o fE{E: ZEBCENVIDIA A10G GPUFJAWS EC2 G5524%1 _F itk
1T, NTERWER, FH 7 21A10G GPUEEIT IHAT
REFE,  H5 5256t AFA100G GPU F 34T



SCigeEER

virg 21 % T4 BE (End-to-End Performance)

o JFERREIEER: fEllama-7BH M I, SGlangReWy &R mArtE (Fik6.4f5) I EE (Hik3.7
%) o XL TKVCacheEH . FEF N HAT A E LRI L AT

o AFEEEAEMKPIEERE: Fan, EMMLUEENRSH, SGLangilid KV /7 KR mTERE. 7E
HellaSwagZE #EMR T, SGLangH| FH few-shot 1 A1 0] AT 23 HIKVEZR A7 K2 m TR fRE

[ SGlLang s vLLM B Guidance B LMQL

il A A ddd bl

MMLU ReAct Generative Tree of Skeleton LLM Judge HellaSwag JSON Multi-Turn  Multi-Turn DSPy RAG
Agents Agents  Thought of Thought Decoding Chat(short) Chat(long) Pipeline

Figure 6: Normalized latency on Llama-7B models. Lower is better.

Latency
(Normalized)

© ©o o o~
o N Ul o O

[ SGLang B vLLM

LLELBLILLRL

MMLU ReAct Generative Tree of Skeleton LLM Judge HellaSwag JSON Multi-Turn Multi-Turn DSPy RAG
Agents Agents  Thought of Thought Decoding Chat(short) Chat(long) Pipeline

Figure 7: Normalized throughput on Mixtral-8x7B models with tensor parallelism. Higher is better.
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(Normalized)
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SGLangfsEF

1IN (WITEIMR)

SGLang 5 vLLM {K§f;F5€ (sgl-kernel, triton &) , WIRFRE:

# (EEURECFRIRIIING
cd /root/autodI-tmp
python -m venv sglang_env

source /root/autodl-tmp/sglang_env/bin/activate

# 1R 8 pip BFRIEEER (BHLLERER)
export PIP_CACHE_DIR=/root/autod|-tmp/pip-cache

SGLang #k§#HY Flashinfer, sgl-kernel EFZE{4HEk
CUDA 12.4, WIER{/RAY AutoDL SC/5I 2 CUDA 11.8,

B RSMREER.

£ AutoDL GlIFESLAIRY, 1515EHE CUDA 12.4 BYTR
& (%0 PyTorch 2.5.1+ CUDA 12.4) , Y15 ¥YAIC
HlZ 11.8, FEXNEEIRER



SGLangfsEF

2. MG (INFRER)

# Step 1: F+4% pip
pip install —upgrade pip

# Step 2: 3% sgl-kernel (FCHKARMIRT, EEHIMER)

pip install sgl-kernel --force-reinstall --no-deps

# Step 3: 4% SGLang # flashinfer (35X torch2.5 [w7N)
pip install "sglang[all]>=0.4.6.post1" --find-links
https://flashinfer.ai/whl/cul24/torch2.5/flashinfer-python

# Step 4: TEEFETE transformers (5.x =REE)

pip install transformers==4.57.1



SGLang{&EF

3. BaIRSS

#1288 CUDA FEI&1Z (BRI libnvrtc.so.12 $5IR)
export LD_LIBRARY_PATH=/root/autodI-
tmp/sglang_env/lib/python3.10/site-
packages/nvidia/cuda_nvrtc/lib:SLD_LIBRARY_PATH

# 350 (0.6B IMEEITLRKEFHT)

python -m sglang.launch_server \
--model-path /root/autodl-tmp/models/qwen/Qwen3-0.6B \
--port 8001 \
--host 0.0.0.0 \

--mem-fraction-static 0.6

C
100% Completed

ed
Waiting
ng default chat

artup compl
on http:

00:00,

, context_len=

model generation config: { repetition penalty : 1.0, ’temperature’ : 0.6, 'top k’:

0.00, #running-

#running—



SGLangfsEF

RTX 4090 #FFHCE (Qwen3-8B)

# RTX 4090 (24GB) [ Qwen3-8B FUIETFECE
python -m sglang.launch_server \

--model-path /root/autodl-tmp/models/qwen/Qwen3-8B \

--port 8001 \

--host 0.0.0.0 \

--mem-fraction-static 0.85 \ # BIFEFIFHZR 85% (4090 BE—LL28Z %)
--max-running-requests 16 \ # R AFEARIEKEL

--context-length 4096 \ # ETFMKE (BEHEETF)

--chunked-prefill-size 2048 \ # DIRFETS (B TTFT)

--enable-metrics # FF R Sisigtn



SGLang{s /3

IS B R REIMN]

# E15Bo5ER (BE 307 ~ 2 98h) , &Z! "Running on http://0.0.0.0:8001" BPA%IN

# ERIE
curl http://localhost:8001/health

# BEREEE
curl http://localhost:8001/v1/models

(sglang env) root@autodl-container-71d14fa7dd-aa0f4e25:" /autodl—tmp/sglang casestt curl http://localhost:8001/v1/models
{"object”:"1ist”, "data”:[{"id”:”/root/autodltmp/models/qwen/Qwen3—0. 6B”, “object”: "model”, “created”: 1774243272, “owned_by”: “sglang”, "root”:”/root/autod]l —tmp

/models/qwen/Qwen3-0. 6B”, “parent” :null, “max_model len”:40960} ]} (sglang env) root@autodl-container—71dl4fa7dd-aa0f4e25:" /autodl—tmp/sglang cases# |




28 15268
--port 8001 AP IR imOS
--host 0.0.0.0 BIFINEBIAIE] (AutoDL WAEE, BNEEBE localhost i50))

--mem-fraction-static 0.6

GPU EFFFSHALLAI (0.6 =60%) , JMRENZK—mR, REEIETLLKZE] 0.85

--tp-size 2

sKEFH1T (£ GPU RIER, BEAEE)

--context-length 4096

BALTYKE (HEHE27)

--chunked-prefill-size 2048

DRFUEFT A/ (FFHEE Token FEIR)

--max-running-requests 16

RAFRIEKRE

--enable-metrics

FF/E Prometheus &I TR

--chat-template gwen3

sEmTEEXTIRENR (BFEENRE, RIENFINEE)




= e EHEE

B 1 (REN) : CUDA IRAAYY, ZFEERE
FRIRSZ: A AutoDL SLAIERIAYRE CUDA 12.4 (&

# FE =8 CUDA kiR
nvcc --version

nvidia-smi

# JIEREE7R CUDA 11.8 --> FREAH, 1E AutoDL 4B CUDA 12.4 5515
# QNERER7N CUDA 12.4 --> ;& [a)8R, 4k

XEEEERAII. CUDA 11.8 IMETZ2E SGLang, Flashinfer [ sgl-kernel E3&3kiE. AR EE
11.8 F &, BEEMRGEERRIIBRINE.



= e EHEE

[BJ@K 2: PyTorch BY CUDA My RS R FAITHELD
FRIRTTZE . FESTE cul24 B9 PyTorch wheel

# ¥ E 280 PyTorch {SEHRY CUDA kxR

python -c "import torch; print(torch.version.cuda)"

# ANREEARE 12.4, EFTERIEFRIRA
pip install torch==2.5.1 torchvision==0.20.1 torchaudio==2.5.1\

--index-url https://download.pytorch.org/whl/cul24 --force-reinstall



= e EHEE

AR 3 HEURSE (£ vLLM FAIRHREE T SGlang)
RGE: MRS, EtIEEiaiE

#1BHHHEAE
deactivate

# MIBRIBIAEE, MSLB%

rm -rf /root/autodI-tmp/sglang_env

# BEFTIZ Step 1 ~ Step 3 #(F



UL e

|BJ&R 4: CUDA Out of Memory (E2FAE)

RRIRTIZE .

o &K --mem-fraction-static £l 0.5~ 0.6

o J/)\ --context-length (ROM 8192 [EZl 2048)

- MRFEEE/\HUHERY (Qwen3-0.6B / Qwen3-1.7B) , SoiAi@iiERE _E SR

- (FFAZE{t: --quantization awq (EEIXTNAI AWQ E(IREY)



SGlang 37=1: EHMHWHE

HmE1: EtXIE (OpenAl 3225 API)

RIEBENAZE, F1VEMRA OpenAl APl B2—HF, WNR(IRZBEIFMCIEZYE OpenAl/vLLM HY,
HEZEK—T base_url Biget/JE sGLang,

from openai import OpenAl temperature=0.7,
# QEEW base_url, HTETEARAE max_tokens=200
client = OpenAl( )
base_url="http://localhost:8001/v1", print(response.choices[0].message.content)
api_key="not-needed" # AMZEEAREE key
<think>
) B, ARERA—TIEHERETARKIESRE. 8%, KEEMEM]
NS =SV .
response = client.chat.completions.create( HEIIR—ENEHE THIENX. . </think>
model="Qwen3-0.68", KIESIERE SRR A B AR, B RS
messages=| RARFIRENAGE, AES(ESFNIEENTIESIEREE

{"role": "system", "content": "{RE— N EEIRNAIBIFE. "},
{"role": "user", "content": "F—AIEER(TAEKRKESIRE., "}



SGlLang 3752 AzVHEIN

=2 Azl (SERSFTRCR)
ARPEINR — T LR PR, NeET. EallXIsEA. SHEFESTR.

from openai import OpenAl # I RIZWFFFTED
client = OpenAl(base_url="http://localhost:8001/v1", api_key="not- for chunk in stream:
needed") if chunk.choices[0].delta.content:

print(chunk.choices[0].delta.content, end="", flush=True)
#imTUEiH . stream=True print() # #21T
stream = client.chat.completions.create(

model="Qwen3-0.6B", <think>
T, AFERE—EXTERNASS®A. E% KEEMALSSE

messages=| N ANEAEN, ASROSARNE, MOEN, BEEY. ERNE
{"role: "user", "content": "S—EXTFERMAZHE. ") MERETE, WAWEH. Q8. 55, KT,

. TR, REESARXLTRERERAS0h, TaEEm—
stream=True, AR A RAERNESR, i, E—aaLSRET, B

BE18, F=0FE, FNTSHEX.

max_tokens=200

2-mzlin . py



SGlang 383 ZEYTIH

W3 ZRIJ1E (FIF RadixAttention ZZFIME)

ZEHXIER SGLang HIEEIH S - RadixAttention £ EFNEFZ BIIRAI KV Cache, [FEHEIREZEA.

from openai import OpenAl

client = OpenAl(base_url="http://localhost:8001/v1", api_key="not-
needed")

# HEIFXSIRH SR

messages = [

{"role
FMIIBIRFR, "}
]

# RS
user_inputs = [

"ERAUIT B 2024001 EHFT?

"BBXMMTERAILUEFIS? ", #5F5 % SER%E—®HAYKV Cache
"BRBEZARIMK? ", # S5=%: SFARIMEAY KV Cache

":"system", "content": "{RE— I EEREEIR, HEAFEMITR

for user_input in user_inputs:

messages.append({"role": "user", "content": user_input})
response = client.chat.completions.create(
model="Qwen3-0.6B",
messages=messages,
max_tokens=300,
temperature=0.7

)

reply = response.choices[0].message.content

messages.append({"role": "assistant", "content": reply})
print(f"FH: {user_input}")
print(f"ZAR: {reply}")

| 3-ZEeXT1E. py
print("---")



SGlang I23: ZEITIH

FAF: FA9IT & 2024001 BFF T ?

2R <think>

1789, AFEERYITE2024001FM8 Y. B, KREEMHARFNIREEEX. BFOEBNEITREREEEERR, EREE
YIinEE. AFURKERNEREITRRES, SEBEWNTRESFERE,

E TR, BEELZENAELN, (FARRER, RNZESLEIRFERERESIEIITRRES, EEEEEMIRZTERR.
B, BfRERER, BREFIRE. fetn i AP IR TR SHEFRIEMER R ZRANG T

Thinking: RadixAttention fEXXEBAWEREHA?
FE—IPNTIERT, FES Prompt + FBFIBEERY KV Cache HITEFFA Radix 14,

SE_RXIERS, BIEAZRIERSD (FRSE Prompt + SHE—HXT1E) HIZM Radix WaphEF, RAFERE
FIBRIAFERERD

WRBE, REFERNE, | Token FEIRATFFE 50% LA L. 3-ZHXTIA py



SGlLang Ig=4: HE(ESALE

mEs: HEESE (HEFIBRERA)
FAE— Prompt IRIRGIE A=

import concurrent.futures
from openai import OpenAl

client = OpenAl(base_url="http://localhost:8001/v1", api_key="not-

needed")
# BN SR
articles = [
"ANLTEREESZETT, BIREFITE, AnTLUBEIES

HITRARIZHT...
Ei%%'diﬂiﬁﬁ’—(}ﬁz%%
AL
g?tl‘%ﬂ’]é%’dﬁﬁ SEFINEZRZHIGE, EEFEZBEMRIH
TR,

BENE

BRI AR 2, BIRAE T IERRIE

HUE -- IX/2 RadixAttention FNEsEZS, FTEIERKIE

LS RHREIERAY KV Cache,

# HEZAVIFS Prompt 1R R ((XEB52AY KV Cache RITE—IR)

SYSTEM_PROMPT = ""{RR— N EWVHNETFER., iBMAT=14%
B E Y E:
1.iBMWE (1-10%7) : BEEEEW, TEAEERT

mf (1 10 ) . Elmﬁ 7|<)\ \*FI' ZS ZEE/Z/Zﬁ'ﬁij\k
3. LA (1-1093) Xﬁ;&%amﬁ%ﬁmffi‘%{ﬁﬁ
15 JSON &TUREIITFES 45

def score_article(article):
response = client.chat.completions.create(

model="Qwen3-0.6B",

4 EAESS IR py



SGlang I=4: HE(EFEAME

NE 175 <think>

FH, BRIMEEETHLAFRENNEN=MEE: BWE. REMSAY. 8%, REFARZAPENNERS, BiRES
BHEe D, -

NE 2 79 <think>

Y, BRIEREHLAPRENNEN=AMEE . BWE. REMIAY. 8%, BEFHRTAPENNERS, EEERN
BHIE ...

NE 3145 <think>

TR, BMEREHOAFRHINXENEN="E . FE. REFXAHY. &%, REFARZAFPEHNNERS, EfE
HizME2 ..

PEBEXTIEL: WNERAE vLLM 4bIE 100 X E, ZE%t Prompt (£ 100 tokens) #{EEEITE 100K, SGlang
81T RadixAttention RitE 17, BBYFE T 9900 tokens By Prefill ;TTEE, WEikZ, TEaEK,

A E(ESSAEIE py



SGlang 3725: JSON AJsREgH

HES5: JSON 295 (W NERR)
HUREE LM I H =S FEZ0RY ISON L5 MR AHZERT, SGLang VA SRAFADEER A :=iV A 3=,

import requests }
import json }
# {3 SGLang [R4E API I TEUSRARRS (JBIY regex 2) )
response = requests.post( result = json.loads(response.json()["text"])
"http://localhost:8001/generate", print(json.dumps(result, ensure_ascii=False, indent=2))
json={"text": "Extract the person's information from the following tEH—EE58% JSON:
text.\n\nText: My name is Zhang Wei, | am 28 years old, | work as a # {"name": "Zhang Wei", "age": 28, "company": "ByteDance", "role":
software engineer at ByteDance.\n\nOutput:", "software engineer"}
"sampling_params": {
"max_new_tokens": 200, {"name": "Zhang Wei",
"temperature": 0, "age": 28,
"company": "ByteDance",
"regex": r'\{"name": "[A"]+", "age": \d+, "company": "[*"]+", "role": "role": "

. } software engineer 5_JSON Z’\J%K@Hﬂpy



Summary

AJRfRRD vs Prompt TF2
STECHERE Prompt TH#2 ({E%HT) 2JSRAERS (SGlang)
ISV IERER ~90-95% (EB=IM) 100% (#1E EAAT s IEAET)
L TZ try-except + BIHIZIE AEE, —IREMFESIE

EFiREt

RR3RA RS VEIRIRE

"

EEL L




MEREISE 5k ies

import time

import requests

def test_performance(prompt, n_requests=10):
" EEAOIEREI: U TTFT FIAER
url = "http://localhost:8001/v1/completions"

latencies =[]

foriin range(n_requests):

start = time.time()

response = requests.post(url, json={
"model": "Qwen3-0.6B",
"prompt": prompt,
"max_tokens": 100,
"temperature": 0.7

})

elapsed = time.time() - start

latencies.append(elapsed)

avg_latency = sum(latencies) / len(latencies)
print(f"S£IYFEIR: {avg_latency*1000:.0f}ms")
print(f"Ex/)\FIEIR: {min(latencies)*1000:.0f}ms")
print(f"Ex AFEIR: {max(latencies)*1000:.0f}ms")

# M 1: BEEN (BF—RIEK, TEF)
print("=== &2 ZaNMI ===")
test_performance("1BRERRHAZVIEEES)", n_requests=1)

#Id 2: EfFmT (ESERRREK)

print("=== EfFap NI ===")
test_performance("IBfERR(+AE2VEEFS)", n_requests=10)

6-14EREMIAL. py



MEREISE 5k ies

#UREL 3: H BT
print("=== FERTEML, ===")

import concurrent.futures

prompts = [ {RE—PNEURIAEIF, BRIZLAITER: [E-E{i}" for

i in range(20)]
start = time.time()
with concurrent.futures.ThreadPoolExecutor(max_workers=10) as ex:
futures = [ex.submit(
requests.post, "http://localhost:8001/v1/completions",
json={"model": "Qwen3-0.6B", "prompt": p, "max_tokens": 50}
) for p in prompts]
[f.result() for f in futures]

print(f"20 MEKSEFERT: {(time.time()-start)*1000:.0f}ms")

=== S REENMi, ===
SESZEIR: 298ms
E/MIEIR: 298ms
EARFEIR: 298ms

=== EEH PR ==
SESZEIR: 208ms
E/MIEIR: 206ms
EARFEIR: 213ms

=== HE IS ===

20 MEKEFERT: 381ms

6-14EREMIAL. py



B4 SGlang iIz{THIIEMR

# B& Prometheus IS8T A EIEIETR

curl http://localhost:8001/metrics

# RERIKR ST

# sglang:num_running_requests - [EIIEEIEZ{THNERZE]
# sglang:num_waiting_requests - ST AIEKEL

# sglang:token_usage - Token {EFE%EIT
# sglang:cache_hit_rate - BfFapHER (RadixAttention BYZ/IMEFR)

B 17anPERZE SGlang HIRERISIR

cache_hit_rate i/, 15EH RadixAttention EFHHY KV Cache 2%, MEEiRTHELIAE.
- ZEIEGR: WPRIEFE 60-80%

- HIEES (HEERR)  apPREE 80-95%

- TEMIRRRE: apEREIR 0% (LT SGlang LBAHEAE)



FJ-R: SGLangEfES(E,

MNFRRAREHITIABHERE, ERESHAEER, thal:
« deepseek-r1:1.5b, 7b, 8b, 14b, 32b, 70b<E
- ByEqwen3Z%l: 0.6b, 1.7b, 4b, 8b, 14b, 30b, 32b%F

+ {ER3SGLangiH1TEEE

SREEERIRE, EERIA




VLLM vs SGLang TEREXTEYSCER



vLLM vs SGLang MEBEXTEL L LY

SLIRINE :

e GPU: RTX 4090 (24GB)
« f528Y: Qwen3-0.6B

« vLLM: iz[] 8000

 SGlang: im[] 8001

# 35 vLLM (i 8000)
vllm serve /root/autodl-tmp/models/qwen/Qwen3-0.6B \
--enforce-eager \

--gpu-memory-utilization 0.4

# 25/ SGlang ([ 8001)

python -m sglang.launch_server \
--model-path /root/autodl-tmp/models/qwen/Qwen3-0.6B \
--port 8001 --mem-fraction-static 0.4

BEEREER: RNEIZBETER—EY=s, GPU BFRDHEC 40% (--gpu-memory-

utilization 0.4) , IRIRAERIE SRR,



CASE: vLLM E&mht

SRR viLM RUBZLIERE, BREF. HER. SRNE. FAREHAMER,

vLLM B ER

ML SR 1588

RIRENER 1482ms BEVRIBK, oKV Cache
EIFapHRIER 1061ms (10;R13) JEELY 1.40x, Prefix Caching 43K
HZRIE (20i1FK) 8722ms SEISEIEK 436ms

ZeIE S51%0 2183ms / 55240 1895ms / SB35 1907ms | [REH IR B EFINEEIRESR
HESL sHE) QPS 6.41 / T 641.3 tok/s 20MEK, SFERT 3.125

0-vLLMEZLIILL.py



CASE: SGlang %

-gellizt

ERRERIAVNLNZIENN SGLang, BRI

SGLang EREMINZER

12X RadixAttention T RHIEIZIIENER

MizbIR ZR i588

IRIBENER 315ms EUNEREL G

ElFmPIER 222ms (107 3£14) Bk 206ms, RadixAttention BX(EH
HERIS (20i53K) 432ms SEEIERIN 21.6ms

6-1EREMIL. py



CASE: vLLM 5 SGlLang XL,

ER—HAFEEERNSZE, WBiRTEHEBERNEK. SH8MNUNFEYE, SR&EEEE.

# EIFTERMNNS 2, (RIEATERIEL
VLLM_URL = "http://localhost:8000/v1"
SGLANG_URL = "http://localhost:8001/v1"

# =ZHXIELNA

for name, urlin {"vLLM": VLLM_URL, "SGLang": SGLANG_URL}.items():
results["single"] = benchmark_single(url, n_requests=10)  # ER{EKEEIR
results["shared_prefix"] = benchmark_shared_prefix(url) # SRS (20153K)

results["concurrent"] = benchmark_concurrent(url, concurrency=8) # It A&t (87 %)

7-vLLM5SGLang gLl py



CASE: vLLM 5 SGlLang XL,

EERGUWER (A—HZx. E—HE)

fetn vLLM SGlLang XJEE
ERIEKIEIR (ms) 1051.8 209.7 SGLang R 5.0x
H =R
ls?ﬂu%ﬁﬂj (ms)
el 1071.2 378.9 SGlang R 2.8x
20iEFFE gk
QPS (8F %) 6.47 22.43 SGLang /& 3.5x
&t (tok/s) 647.2 2242.5 SGlang &5 3.5x

7-vLLM5SGLang gLl py



summary

Thinking: J9{+4 SGLang £ET4E?
« ERFESKEEIR (5.0x)

vLLM {35 --enforce-eager B Qwen3 BRMAFFE thinking #2,, 4ERLAY token #5072 T SGLang
(SGLang KA thinking) , SEGEIRZEFHMBIK

- HERIZR (2.8x) :

SGLang AY RadixAttention 181d Radix B nNREI 20 MMENRBVILERIZR, KV Cache RitE—IX;
vLLM BY Prefix Caching 2R%ITHES, FIEAYN Radix BIRH

- F&EHIL (3.5x) :

SGlang NEFRANBESI/EEmPERSHNENK, &0 RadixAttention H/PEEIRE, BIK
QPs FIFMLEAIEMST



summary

YRR

- FNS|ZE(FER 40% GPU B7F (--gpu-memory-utilization 0.4) , 1EEEEY, +HEREM

« VvLLM {7 --enforce-eager (ZEFH torch.compile) , SGlLang {EEREVAEIE

* Qwen3 HEEIE vLLM FFERARRA T thinking IR, (EREZ token) , XEERERRARIEZERA
SR EEF SERIARTBECEARTE{, ASLIEEXILLEZFIEUE RadixAttention BIME



summary

VLLM ESHIA R

- BERBRAEE, EEFENMEAK

* 2 EAGLE/MEDUSA HEN#EAD

- 53\ openAl API {IBFE421TH%
o HEXAESFISEE IR

SGlang EEHIZR

- ZRINE (BR/MER) [ EFEGPERS
- HEES (H=RIEK) |, RAKIERER
- LSt (JSON £USRARMD)

« EZY LM B (fork/join F1T)



JRBYRER

Thinking: {+ARHMZEM SGLang, {HARHER vLLM?
=5ERE: (RIWEHEEHA?

fRIERE / BIeRdiE ZRNIE / BRERS HEEIESS / SRR P=f& JSON / Agent

H vLLM FH SGLang FH SGLang A SGLang
PEFRRE, APl FREMLF RadixAttention E{FIME HE=HERS 3 BRE £5RARES 100% &A%




Thank You

Using data to solve problems
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