ARSI : “ ‘

S ARES M Re IR




>> SKAVZFSBHR

PRty

Al S5 1%L i I R B S MR RE 4%,
« BHR A RSHINTFRIR - HENIAEDD

42 KV Cache HENRRAEER

KV Cache HI#RZTR Sy
PagedAttention#&l « MEDUSAMEIEHELE

o VLLMZEMISCIERR * EAGLEMEIRHEZR
BatchBIHE:E B ER

8785 Batch vs Continuous Batching SIER T ER

vLLM A Iteration-level Scheduling « vLLM tHRERIESIRAMN

PagedAttention 7 vLLM FRJSCIR




B & Al RS FAR



252 KV Cache

Thinking: 414 #& KV Cache?
£ Transformer ) B [AIHA G REH, ABREEITE, B8 —ZM Key (K) M Value (V) 5K=ZZAFIEK,
R AERAF "REFE", WANTIKERN 4:

I LN 76 KV Cache A KV Cache

Step 1 [FK] Q1 K1, V1 > Ak 4 Q1, K1, V1 > 2847 K1, V1

Step 2 3% ) A K1, V1 (EED SH %%FE’J K1, V1
& K2, v2 R 5 K2, v2

Step3 | [#&, %, H] A K1, K2, V1, V2 FHK1.2,V1.2, REK3,V3




252 KV Cache

TAF I - DL LLaMA-2-7B 5]

« WRMSE. [QHR4EST 4096, 2432, JEEJ1k# 32, FP16 KK

« fJ token 1) KV Cache = 2 (K+V) x 32 (JZ) x 4096 (4Ef¥) x 2 (FP16°7-719) = 524,288 ¥ = 0.5 MB/token
« [""F3C 4096 tokens = 4096 x 0.5 MB = 2 GB/ig K

e Jf% 100 iE =Rk = 100 x 2 GB = 200 GB >> A100 80GB

SCERRAT: 200 GB 1 KV Cache JG#BH-K A100 (80GB) M BfAA=. BMERAIA H H 5 14GB,
KV Cache 7 & m A5 FHIEF B RTF



KV Cache BY#RAM

W1 NAFRER
NEBHE R . NEFMERFID AR KK E (4n2048) , S2fr R R 500, 4% 1548 # IR %
ANEREE A 15K A 5 0-500, 153K B 5 1000-1500, H[A] 500-999 & RAH TLVE i 4h T BB N A ITE R C
EFME (k) -
T1: [153KA: 2048] [153KB: 2048] [153KC: 2048] ...
VU IBK A FERk, BER=(A)
T2: [ZS[A): 2048] [153KB: 2048] [I53KC: 2048] ...
U #mak D EEE 4096, EIARTIA 2048, {BANEE:, FoiEn !



KV Cache HY#EZT

A 2: B E S EUE AR

L sz =

o HAIE: "RE" > 4B EE 100 tokens

o WP "ERERT 15" > AR UK 2000 tokens

« MR RUBm KK ETNE > AR < 30%

--------------------------------------------------

AR " : HTRR § AR REEF S bl
SCER 100 tokens i iB#% 1948 tokens ' SCER 2000 tokens E !

-----

--------------------------------------------------

-----

Fl— RGP R R 1 e B 2 5



KV Cache BY#RAM

30 3: Copy-on-Decoding 144

24{& /| Beam Search CHRAEZ) I, 75 EHF KV Cache 5E#E E il £ 1> beam 7331
o FIREHIE = Beam Width(4) x 5514 & (1000) x 0.5MB = 2 GB $4i#% Il

o RURAR = B token HIE KA

=> B 4 18 A o



PagedAttention

PagedAttention:

AW PACAF A  RIAERAE RGN AT:

o MEAUNAT: BN SE 103 U I 45 3% 452 1) R AU b bk

* PagedAttention: W4 ANELEM AT LML 45 B 5 L IELLNT S

=> INEEEK KV Cache EVI R B AFHIESALA, 11172 70 F Rl 72 K/ Block (I 16 tokens/H)
183 Block Table #4732 45 34 2 I LG G &R



PagedAttention fHIBIRGY "=

BEEME GRS Block Table (PF3R)
o || i || 2] 13| 14
‘IIHHHHIHHIIIIIIIHH%%HHHHIIIII
Block 0 (IZ%5) Block 1 (iB%§)
0 0x1000
VI A7 (ARELEAED
1 0x5000

------------------------

Block 0 i EitisRER i Block 1
0x1000 i 0x2000-0x4FFF i 0x5000

------------------------

FEEFER L. —EBENPALIEEESLE TR, REAHFRAE (Block Table) _FidskE—MlAE
RN 28 IR — 2, 152 RRRE BE &I [ 152
=> PagedAttention i & GPU EFH FPBIEHZX R



PagedAttentionfflFl1: IZFESHT

ML 1: %7577 BC (On-demand Allocation)

« %5773

J& Bl 43 Bt max_seq_len (2048) x 0.5MB = 1024 MB
LK HZ A, A E8 G

e PagedAttention

HE A% 1 > token A 41BC 1 ™ block (16 tokens &)

F i — block 4 H1i& 3T block

Thinking: %% 100 tokens /741, 1 H

PagedAttention = 1E £ /D BAE?

&2 blocks = ceil(100 / 16) = 7 /™ blocks
e S2BR 5 =7 x16 x 0.5MB = 56 MB
« f£4773 = 1024 VB

o 4 =94.5% AT

7 /I~ block, &> block BEZ& 4N 16 )~ token, %F™ token
ff] KV Cache {5 0.5MB. HHHESEMIERE (71
block 1] M A E=112"token 1) 25 [A])



= |y
-
;

PagedAttentionff/l#l2: SIS

Bl 2: 5B & ( Copy-on-Write )
fiZt ¥k Beam Search / Parallel Sampling HJ & A7 JE ) il .
than: Parallel Sampling 7 5¢ %7 "fEReAI" 4T 3 DN IHFAT AR

e Prompt [T E: = REEFLE[E—17 KV Cache

(e (=]

SIFI S =3 (=4 sample 3675, WA R — )




PagedAttentionf/l#l2: ERJEH

o ERPTB: rBOR A BCAAA Block

Sample 1 Sample 2 Sample 3
Block 0-5 Block 6 Block 0-5 Block 7 Block 0-5 || Block 8
(H=) EX=) =) LS #H=) (FL%)

AlSE... NTHEHE... Artificial...

PagedAttention: 5 blocks (F:Z£) + 3 blocks (fAF) = 8 blocks
£ 3: 3x6=18blocks (5EEE ] 3 1)

=>4 55% w7



Beam Search

Beam Search (AR %)

Zo0 AR AR A X IR Harm it W — 2588, M2 FEIRE k 2kmA Al Re Rk it 42, /o imif i,
tbam: 1% "I love you", beam width =3

Step 1: ZH—MiAEH 3 Mk

BT AR, AR BB, T C i

Step 2: FAMALEHY K, HARELE &S 3 %

AL “BRE”, A2 "TRER"

B1: "& %"

o) 3 SR ERATHIRT LA 7> (U "I love" XFRH] KV Cache) JEAHIAIRY, {HARSE 7 EE ] 3 4!



Parallel Sampling

Parallel Sampling (347 2R#E)

0B XEE— prompt, FAEREZNANFEMESE GXRBEVCRFEARFD , ibH PGS,

tean. A S —ERTHERMBRE", FRAR 3 A RA

[l —/> Prompt, 3 KA

A5 1: "R T A 224G

A5 2: "= A BRAE A"

B4 3: "R TG AL

R 3 ANEISE ) Prompt #4r ("S—E R THERIIRED FEAMFE, KV Cache AHF], (HALS 77 \FAT 3 7!

Beam Search 5 Parallel Sampling, £ 2512/ Rl E L [E— Prompt 4%, KV Cache 5EEAH[A . 1& S
RERAFIRD. Copy-on-Write 2L RAF—1r, R ALEESE CRFEMHHE token) B A4 43 BL# I N A7



PagedAttentionfl#ll3: #ISERHE

« Continuous Batching ] 5<%

LFE R BN, ol TR
WURIE LY - AT R

L RBOEAT, R AR 70 U 23 A blocks BT AT
o KB AR S R VAT N Y

HEE
%



vLLMZEBFA]SC
MEEFA S F AR



vLLM R 285

FRiEX (Prompt)

API Server (OpenAl Compatible)
1ZUTIER / Tokenization / IREI4 AR

Scheduler (AE:R)
Chunked Prefill fisciRER

Continuous Batching

Worker (GPU #HiE)

Model Weights

7B £9 14GB (FP16)

~

-

KV Cache Pool

PagedAttention &I
Block Size: 16 tokens
Num Blocks: 45




BatchBAYHES:

Thinking: Batch &f14 ?
Batch (HLALE) Fapu2Z M ERITEAAE—E, EAN GPU M—IKAT ML .

AT AL Batch? GPU 8K IFATIHHE . ALE 1 MESRAN[FI AL PR 8 ME K, GPU REN ZEAZ (TFEHIT W
%) , [HEMHER T 8%,

—WAAZ L, B ANE 30 DA @ EAEEAZ, (BIE 15 AN
B IFI A 3 AN ARG K

o H AR REE - 7 EA R 100 ) token

« 7B A "R R T 5" - AR K 200 > token

« M Cla "SRR RE" - T AR 150 4 token

X 3 M RJGH R — A Batch, GPU &—35 (iteration) [FBY Y 3 MERZA K 14> token.

=> [0 BET . EA11EREEAE, 505 T K3 sE, BATp?



ER7 Batch vs Continuous Batching

=52 Batch ([F]252545) Continuous Batching (ZIAE7E)
Batch P T i R A 125 15 B K B AN 52 s Req A 5E e, 7 RIABAAIBGHT 5 K IEN -
Req A Req B Req C Req A Req C
Req B
¥ 100 ~
100 w 150 78
150 7T A
200 %LE k] Req D (%) N
&b 200 g)IE
]:ﬁ Req E (Eﬁ')
= SZEPEEIN N
=D N !
At fe HTJ‘ = _ S A e VA% Sxa gum =2
S FL 5 ) = max(100, 200, 150) = 200 steps GPU 7Kis AT ia AT, WA 2 IR %%

Req A 58 Al JG GPU XNz B %5 A 100 steps, H HIR % 15 2R 58 BRI Z1 s A7 B 20 38 =R



vLLM BY Iteration-level Scheduling ({/9{h3)

vLLM ] Iteration-level Scheduling (P4 %HY)

# B iteration (&ERL— token) FEE—IX
while True:
# 1. ACIBFRBNARYEK (Prefill ER)
new_requests = get_new_requests()
for req in new_requests:
blocks_needed = ceil(len(req.prompt_tokens) / block_size)
allocate_blocks(req, blocks needed)

batch.add(req)

#2. FUTIRBIENERE (B MBEREM— token)

outputs = model_forward(batch)

# 3. SIRSERATIEK
for req in batch:
if outputs[req].token == EOS:
batch.remove(req)
free_blocks(req) # PagedAttention SZEIFEHYX blocks
# K8 7N iteration BIRTIDAFTIEK!

Thinking: A~fT 4N Iteration-level?

L4177 R 5¢ Request-level: 24 batch B PTA & K AL 7¢
A RE T —4Ht. 1 vLLM fFERAE B — 1 token Jo BLAS
AR, R 40 3] B R IEAR

=> BT ANENHEENCTEARG, 2RI TERNLAZ
ZHEHTE N



Summary

PEREXT EE

}EFR 42 Batch Continuous Batching 12Tt

GPU FIJFE=R 40-60% 85-95% 1.5-2x
HITE (tokens/s) 800 1800 2.25x
SYZEIR (P50) 1200ms 800ms 1.5x




PagedAttention {£ vLLM FRRYECINAHTS

Block Table 4z 45 4

class BlockTable:
def __init__ (self, block_size=16):
self.block_size = block_size

self.blocks = [] # YRR S 5=

self.num_tokens =0 #1245 token 2=

def append_token(self):
if self.num_tokens % self.block_size == 0:
# 2981 block i# ', FRERHTIR
new_block = gpu_memory.allocate_block()
self.blocks.append(new_block)

self.num_tokens +=1

def get_physical_indices(self, position: int):
block_idx = position // self.block_size
offset = position % self.block_size
physical_block = self.blocks[block _idx]

return physical_block * self.block_size + offset



PagedAttention {£ vLLM FRRYECINAHTS

Attention T3S ) Block BRE (CUDA Kernel PAACHS)

# (4% Attention: Q @ K.T, K E1&EZERY [seq_len, head _dim]
# PagedAttention: K 298809, FEEHTEN CUDA Kernel VEBEAR AL, S 4k

vLLM [f] CUDA Kernel 1 GPU _ 34T AT Z /N7 50 11143

for each token i in sequence:

block idx = i // block_size BN ALV A, I A I N ARG SR IO IEIR
oiffaeis = 112 vloli Slis => GPU (1% M FE RN 177 19 A7 block (¥R, 30408

hysical_block = block_table[block_idx T S S AR o
Phvsical taplelblocicd RN R IR RCHSR, T84 A 5

K_i =load_from_physical_block(physical block, offset)
score = Qtoken] @ K_i.T
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OB

HEMI RS (NFRENLRAEE) SR B8 (Fast Inference from Transformers via Speculative Decoding, 2023)
NS REER

e Target Model CHAREARY) o fpiniE ) AR A (41 70B)
* Draft Model (FERGEAYATRIARAY) « FSRE B A/ MER (4n 7B)

=> [ Target Model JH#EEE 9 ¥k, FLARLD H 38 /) token, HERLHEIRAGEKRIET .



HENI#ZRS (Speculative Decoding)

Speculative Decoding: FEMfRIS, AL KEE

Fast Inference from Transformers via Speculative Decoding,

2023 https://arxiv.org/abs/2211.17192

[START]

japan

[START]

japan

[START]

japan

[START]

japan

[START]

japan

[START]

japan

[START]

japan

[START]

japan

[START]

japan

Z¢fhtoken:
% tBtoken:

I-I1-1- 1-1- 1= 1~-19=- 1~

In IWn

i

{

e THe THe TH: THe TH TH
s |s |3 |5 |5 [3 |5
o |2 | | |2 | |
o |o | (@ |®o (@ |®
x Ix Ix Ix Ix [x 1lx

In

{

Iwn

W

Iwn

benchmark

bend n

benchmark
benchmark
benchmark
benchmark
benchmark
benchmark
benchmark

benchmark

nikkei

e e B 1 |

nikkei

22

75

— HH

225 i

HiFEEF—H = H

nikkei

225 i

e el —] -

nikkei

225 i

HiEF—{H F—=H

nikkei

225 i

HiFEEF—H = H

nikkei

225 i

e el —] -

nikkei

225 i

HiEF—{H F—=H

nikkei

225 i

HiF—F—H F—H

rose

22

0

= HH

226 .

o —

226 .

L T |

226 .

H H =

226 .

- —

226 .

226

-

69

69

69

69

59
69

I—|Hl—|l—l

2] thtoken: JTLLAEAYER HH E*T’EE%}HTEQ@E/JLLX

TR A B . H AR A 42 52 1Y 22
H Ar i AU T 41 Btoken 1] 1E

I=-

I~

r
-
1]
(o]

r
[}

Hi target model (HAFRBLAL) FRACAFINE i) AR A

H approximation model (i) A H SR BhniE
KA TP /N

EIXAHI T, targetii i HHERE 7ok, FfdiS i 138
Moken, IEHLHE RS T EKIES S

or 8 1
or 1. 5 percent , to 16 , 9859

or 1.5 percent , to 16 , 989 . 79 » in

or 1 . 5 percent , to 16 , 989 . 79 in tokyo late

or l . E percent . to 10 ;98 989 . 79 1n late morning trading . LE




HENI#ZRS (Speculative Decoding)

SR D BT

fiE: 1 2 3 4
WA & Z P HE
it %% EOS

Thinking: W2 H AR, HEg— P — i -
Stepl: f A\ “I&” , i “&” ;

Step2: AN “FE” , il “H”

Step3: A “EEH” , Wl “H”

Stepd: HA “HEHE” , Hti “EOS

SEHEN ML, REmAN “&” , @ikt “Z F
EOS” VU MtokenfE N A

AN JE X DY draft token— SR R R B A, H—TF
SN E W, HATIIE



HEFZRS (Speculative Decoding)

(PGSR INF

fiE: 1 2 3 4
DA A S L
fith: % o H EOS

Bt “%” M <7 ey, {HE “AR7 B
=> IXMIE DL T, B IR A AR ARAY 5 I token,  HHEFEZL
RUIRE T

AT R T e s e i, tbmseimA <37,

Ry Cmd N BT, SN R AR — AN RO L

=> HEgTF B, Wlgs SR 2 65 Htoken%l > 0, A1)
BT LSRG IHIE

speculative decoding ') F Z . Hie — M LB/ DNFI LAY (approximation modelakdraft model)

T FRAT TR i (1) Ji A3 28 U i target model.



HENEREAD (Speculative Decoding)

Mp 2target model

Mg 2 draft model

prefix/2 =4 HI 5 A

Stepl. £ il draft tokens
Step2. ¥4 draft tokens
Step3. F|WrE S
Step4. AbFREZ Az /R4 25
Step5. &[] 25 B

Algorithm 1 SpeculativeDecodingStep

Inputs: M,, M, prefix.
> Sample «y guesses x; ... 4 from M, autoregressively.
fori =1toydo

gi(x) < M,(prefix + [z1,...,xi—1])

x; ~ qi(z)
end for
> Run M), in parallel.
P1(®), ... s py1(2)

My(prefix),..., My(prefiz + [z1,...,24])

> Determine the number of accepted guesses n.
r ~U(0,1),...,7, ~U(0,1)
n<mn{i—1]1<i<~y,r> %}U{v})
> Adjust the distribution from MM, if needed.
P'(x) < pnia(z)

if n < v then

p'(x) = norm(max(0, pni1 () — gnr1(2)))
end if
> Return one token from M, and n tokens from M,.
t~p'(z)

return prefix + [x1,..., %y, ]




HEFZRS (Speculative Decoding)

Stepl. A= ik draft tokens Step3. H|Wrie S5
o HH—ANEB/NY A [BIEBA (draft model) A4 i — MK EE o XTEAERIOL TEEmIn(L, o/p)EAESZ IR IC I .
NKHIHIZE FRid 7 1 (draft tokens). o KA, 1] FE A FL45 5 B LA

e R LA L S « HURBEHLEN T4 T min(L, of p), WHESE % BRI ARE, 75 4.

Step2. 1) draft tokens Stepd. AbFR#ESZ /AR 4L R

+ A AR B (target model XK ASE A b i LA VY o IRFTE KA SR RIC AR, I\ R P B S L
53 AR o

o KR R R IAT —RTTAR, TEARIED (T
GBI 55 V5 85 HR AR B A 24)

o« GRS ERE AR IR 4, -

Ma(x) - p(x) >= OFME IEBE A A7 RAE— N HbRic .

e 2 B2 52 B FERSARAC HET AR PR 1L A R A 4 2R
Step5. IR [FIZE R, B4 AR LT 51 o



==
SCIGZEER

S E

BT 25 I T TS A (b G ) - AR ST

1) fEWMT EnDe I 0 B 918 21 75815 1 15
2) FECCN/DM_E i {1 SCAS 4k L

ST IXPAMES, R TT5-XXL (11B) 1E AMp.
X Mg, K T LRI BCE, BPTS-
large(800M). T5-base(250M)FAT5-small(77M).

BATPU-vA L, X THEE RPN NIIEN, W= T
Wallclock ) tidt, 43w 1 argmaxikAE GIEJE=0
FFRAERFE GREZ=1

TASK M, TEMP v o SPEED
ENDE T5-SMALL % 0 7 0.75 3.4X
ENDE T5-BASE 0 7 0.8 2.8X
ENDE T5-LARGE 0 7  0.82 1.7X
ENDE T5-SMALL % 1 7 0.62 2.6X
ENDE T5-BASE 1 5 0.68 2.4X
ENDE T5-LARGE 1 3 0.71 1.4X
CNNDM T5-SMALL % 0 5 0.65 3.1X
CNNDM T5-BASE 0 5 0.73 3.0X
CNNDM T5-LARGE 0 3 0.74 2.2X
CNNDM T5-SMALL % 1 5 0.53 2.3X
CNNDM T5-BASE 1 3  0.55 2.2X
CNNDM T5-LARGE 1 3 0.56 1.7X

T5- XXL 1B 2R [ o ik ¥



SCigeEER

v (Gamma):

v RANERIGRARH, AU R A ol ) ik 4 e ) B8R
=> N L#EMNSH

a (Alpha):

o KRR (M) A2 R 8 & il H AR (Mp)
RIS

o FREGERTS), RS AU AL AR B i e TR AT ] REAR H B
R

=> Halt R ERWE R, A NTHE

TASK M, TEMP v o SPEED
ENDE T5-SMALL % 0 7 0.75 3.4X
ENDE T5-BASE 0 7 0.8 2.8X
ENDE T5-LARGE 0 7  0.82 1.7X
ENDE T5-SMALL % 1 7  0.62 2.6X
ENDE TS-BASE 1 5 0.68 2.4X
ENDE T5-LARGE 1 3 0.71 1.4X
CNNDM TS5-SMALL % 0 5 0.65 3.1X
CNNDM T5-BASE 0 5 0.73 3.0X
CNNDM T5-LARGE 0 3 0.74 2.2X
CNNDM T5-SMALL % 1 5 0.53 2.3X
CNNDM T5-BASE 1 3  0.55 2.2X
CNNDM T5-LARGE 1 3  0.56 1.7X

T5- XXL 11BHE R [y ik i i &



==
SCIGZEER

M, M, SMPL o
GPT-LIKE (97M) UNIGRAM T=0 0.03
Thinking: fRAEMSEIRAE il FHIH4 ST I
GPT-LIKE (97M) UNIGRAM T=1 0.03
GPT-LIKE (97M) BIGRAM T=1 0.05
LG AR AL /N J LA Hea 2 A AU AL i ) 72 A4£.0.5.31)0.9 2 [R] Y GPTLIKe (O7M)  OPTLike(6M) =1 089
T5-XXL (ENDE) UNIGRAM T=0 0.08
T5-XXL (ENDE) BIGRAM T=0 0.20
0115 ° T5-XXL (ENDE) T5-SMALL =0  0.75
T5-XXL (ENDE) T5-BASE T=0 0.80
T5-XXL (ENDE) T5-LARGE T=0 0.82

N A Y - =

XFFA B, R ARG, aftke. PR A R
T5-XXL (ENDE) T5-SMALL T=1 0.62
T5-XXL (ENDE) T5-BASE T=1 0.68

B A ] B4 T — TR R 7 2 T AE S ol LA @D T w07
T5-XXL (CNNDM) UNIGRAM T=0 0.13
T5-XXL (CNNDM) BIGRAM T=0 0.23

» » 3] » N —a — LH- A Yy _ _ =

{ESER B EER IO AL T, e BUR Ml h0.2, T X R ENND T 1 0%
T5-XXL (CNNDM) T5-LARGE T=0 0.74
PO Fe=0, PRIGSTIL T 1.25X 004 ek B it TSXXL(CNNDM) Biokaw 1ol 0,16
T5-XXL (CNNDM) T5-SMALL T=1 0.53
T5-XXL (CNNDM) T5-BASE T=1 0.55
¢ RAMRARY, AT RAELEE (Mo) T H bR TSXAL CNNDM)_Toimee ___1-1_ 036
LAMDA (137B) LAMDA (100M) T1=0 0.61
(Mp) FIHHE A . % c=0 I, FRig ERRFITPUER Mq 11T CLAMDA(I7B)  LAMDA(B) 150 073
LAMDA (137B) LAMDA (100M) T1=1 0.57
N = 71
SRR A 2 AT [AMDA(1378)  LAMDA(8B) 1o  0.74




Summary (¥ENEZAESANSTE MSER)




Summary

GBI — A § AT A + i

Step L HIA "Ik > Hth " AR NS TR, U " EIEOS” T4 token
EStep 2: F N R > s E%\E: KA — R 55 HIEIX 4 4> draft token

Step 3: HA “RAH > it 1" IR R

Step 4 A PREBE > i e0s g o, ok sk, B S (R M)
Eﬁ*ﬁﬂi@ﬁﬁ 4%, "4 token Eﬁ%’i@iﬁﬁﬁ 1k, N T 24> token + B 1E 14>

e - o e o mm mm mm mm mm omm o e e e - - - = = e e e e = e e e - - - —

Thinking: AT AHRL?

REGit L, BRI token 8 >0, SUAFEEINE. J HHEM MDA SR b i, RIgaE 4a )
token 2 MAE IE 704 Hh BLF R, Bt b Rk dee 25 th 20 A 55 R AR — 2L



MEDUSAHEIRHEZR



MEDUSAHETEHEZR

MEDUSA: ¥ baseline, Medusa-2 JJ[1i#2.83x

Medusa: Simple LLM Inference Acceleration Framework with ~ ¥EMath/Coding/Extraction #fEHF 55+ hni#3x L
Multiple Decoding Heads https://arxiv.org/abs/2401.10774 >peedup on different model sizes

2.83x

2.33x%
] w,io Medusa
mm Medusa-1
] Medusa 2

Model Size

=
N
o

=
o
o

o LLMIEH < FATENE Hitoken, RN Next-Token T

00
o

« fifi FHSpeculative Decoding BEXS W ISEIN “ FHAT fie i ”
R e = B /PMET (Draft Model)Z 5, {15 12
SEIRANER B FEAN A

+ Medusa #4 7 One Model [543 #F5 7 %, UL I

T 3% iiMultiple Decoding Heads SKAiINext-Next-Token s R
T, FEE TR . Heads RAEFISHITE S 9;%@ ) I I
2 &

Tokens per Second
o (=2}
o o

N
o

o

Speedup on different categories for Vicuna-7B

Speedup
N N
(=] wu

wu

@ &
2 h \ ’b
Q«Q@ ng’b <<j5$



blockwise parallel decoding

blockwise parallel decoding (43 ZH 4T fERS) -

https://proceedings.neurips.cc/paper_files/paper/2018/file/c4127b

9194fe8562c64dc0f5bf2c93bc-Paper.pdf . /@
Predict | I saw a dog ride ‘ in the  bus
. i@j%ﬁtﬂﬁ@{ﬂ[?ﬁ%Predmtl}ﬁ&, )Eﬁscoring mode|§‘,:}§ik/|\token, /_\ ............................................................
Verify | I saw a dog ride ‘ in v
IR JE 1Everify ¥ Bx {8 FH proposal model % iiE 2% token & 15 1 & P .
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Medusa Heads:
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Tree Attention:
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Typical Acceptance (ML) .

o fi R ATERIAE
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Typical Acceptance (HBHEYFESS)

MedusaX¥fSpeculative Decoding ' FA/T Typical Decoding (SLARf#ERY)
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Typical Decoding CHLAYAAEAD) HiLFE 7
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Thinking: Typical Acceptance (HLAYEESZ) B et 4 v i 2
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Thinking: LS 4 HlW?
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Thinking: RiIXAIEAEA AT, 2HTZ 0" The weather today is" & [H] 1 17] :

A5 Y S 43 A7 -
"sunny" - p=0.35, {5 2 &=-log(0.35)=1.51
"good" - p=0.25, {5 H & =-log(0.25)=2.00
"nice" - p=0.20, {5 F FE=-log(0.20)=2.32
"cold" - p=0.10, 15 2 & =-log(0.10)=3.32
"banana" - p=0.001,1% 2. #&=-log(0.001)=9.97

B H = 2.1 CHRET AT EIAE D

Typical Acceptance H'J |

|®i% token |(BEE |SHEHEVIEE FIE

"sunny" 1.51 \1.51-2.1\=0.59 B2 (E3aR)
"good" 2.00 \2.00-2.1\=0.10 |#FZ (FEFEEaL)
"nice" 2.32 \2.32-2.1\=0.22 |2 (BHEH)
"cold" 3.32 \3.32-2.1\=1.22  |3B4E ({& surprising)
"banana" 9.97 \9.97-2.1\=7.87  |3B# (K surprising)
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Summary

MEDUSA-17E A AR B s L T, SEER 1 2. 205 1 S $2 7

MEDUSA-21F — D42 T Tl E, 1A% 1 2.3302.8f5 1142 T

Baseline  Direct Fine-tuning ~ MEDUSA-1 MEDUSA-2
Quality 6.17 5.925 6.23 6.18
Speedup N/A N/A 2.18 2.83

AR 8 SR ) Vicuna-7B I LU . o1 s il i 3 FH GPT-44FE u 1P
FIFEMT-Bench EPPAAR RGBT (CBUE RSB .

Model Name

Vicuna-7B Zephyr-7B Vicuna-13B  Vicuna-33B
Acc. rate 3.47 3.14 3.51 3.01
Overhead 1.22 1.18 1.23 1.27
Quality 6.18 (+0.01)  7.25(-0.07)  6.43(-0.14)  7.18 (+0.05)
SspecDecoding 1.47 - 1.56 1.60
SMEDUSA 2.83 266 283 235

AFIMEDUSA- 2RI I LA . 55— 340 Ui HH 1 MEDUSA-2 14177,
RGN . A 2, XU T 5 R GRR B A L E
MTBench )" F-3515 47

B4 H T SpecDecoding FIMEDUSA Il EE (S)
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MEDUSA 1zl

W: {(Medusa: Simple LLM Inference Acceleration Framework with Multiple Decoding Heads) (2024)
=>1Z /0 B8 EFHMSLH] Draft Model

e GLHE NI AR T B — N /NS RLf Draft, T2 LGSO (B 4Ed /MR

MEDUSA $2fit One Model H) 7% 7EJRIAHEA F 38N 2 M #iS 3k (Multiple Decoding Heads)

A Next-Token T, T /&% Next-Next-Token Tl -- 2> Head F147 Tl & K4 T token

A7 & : Blockwise Parallel Decoding (NeurlPS 2018)

Predict: F scoring model “E il k 1~ token = Verify: ZoilE 2 S5 A7 & THA (A]F4T) > Accept: R AR VLHECET 43
MEDUSA #&iX — VA 4k K 5 K
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Thinking: Medusa-1 1 Medusa-2 [FJ[X Bl &4 2

Medusa-1 (IH25EF)

JEHE: DRFFIRLLIMSHGE AR d, IR 2 %=k (Medusa Heads)

AR E: o, HERGE e 5

g 2 2.2x

Medusa-2 (A IIZR)
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Thinking: 60% A 2205 F g ?
UNREEA Head R i% Top-1 8, #iB4L N Blockwise Parallel Decoding (052452 1 44 token)

60% EMRE L H I . FTLL MEDUSA A1k Top-1, TMi/&1k Top-k, FJEMPIRIEIES ) -- X5 /& Tree Attention.

Medusa BIFTIRIRIESHE (3=451) :
= 94— Bt — A~ Medusa Head HFN . #1945 2% HHEF

[ JE84 LM Head $8it (IR0 ] 1A B2 — A% I (candidates path).
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Thinking: 114 7 2 EAGLE?

& S HEM AR () — K0 A

o JhS7 Draft %Y. FELEF PR (40 LLaMA-7B 45 LLaMA-70B 55D , #BE 2+

« Token K Tiill: =L token FIAHHEM R (Wl "I" J5H T BEAZ "am". "always". "like") , FMIXEE K

o AN AERAE R BRI Z R, FRNAEE, SRR



FAGLEHEIEHEZR

Speculative Decoding MEDUSA EAGLE
o JHS7 Draft fE 7 o LTI o FREZ H I8l )H
« token - token  feature = token (J#137) « feature + token = feature = token

B Head JS7AH FHAFAE TN token | = FHHFIEF S + token 4 T T —A
FFAE, FMFFAERFE token

o T token TR token

o i EYEY PSR Head X [F]JEAC H.
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{ 2.90x

EAGLEHEFFHEZE https://github.com/SafeAlLab/EAGLE

EAGLE Speculative Sampling Requires Rethinking Feature Uncertainty, 2024 https://arxiv.org/pdf/2401.15077
EAGLE-2 Faster Inference of Language Models with Dynamic Draft Trees, 2024 https://arxiv.org/pdf/2406.16858
EAGLE-3: Scaling up Inference Acceleration of Large Language, 2025 https://arxiv.org/pdf/2503.01840

Il EAGLE Bl Medusa Il [ookahead B Speculative sampling DistillSpec Vanilla

3.07x > 95x 3.03x 3.01x
2.78x

1.51x

N/A 1.00x N/A 1.00x N/A 1.00x N/A 1.00x

19 29
\J'\c,\l“a G cun? A

Models
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EAGLEHEFEHEZE https://github.com/SafeAlLab/EAGLE

e EAGLE is:

o

o

certified by the third-party evaluation as the fastest speculative method so far.

achieving 2x speedup on gpt-fast.

3x faster than vanilla decoding (13B).

2x faster than Lookahead (13B).

1.6x faster than Medusa (13B).

provably maintaining the consistency with vanilla decoding in the distribution of generated texts.
trainable (within 1-2 days) and testable on 8x RTX 3090 GPUs. So even the GPU poor can afford it.

combinable with other parallelled techniques such as vLLM, DeepSpeed, Mamba, FlashAttention,
quantization, and hardware optimization.

EAGLE-2: Faster Inference of Language Models with Dynamic Draft Trees

Yuhui Li*
#Peking University

Fangyun Wei!

Chao Zhang®
tMicrosoft Research *University of Waterloo fVector Institute

Hongyang Zhang®

hongyang.zhang@uwaterloo.ca
https://github.com/SafeAlLab/EAGLE

Abstract

Inference with modern Large Language Models
(LLMs) is expensive and time-consuming, and
speculative sampling has proven to be an effec-
tive solution. Most speculative sampling methods
such as EAGLE use a static draft tree, implicitly
assuming that the acceptance rate of draft tokens
depends only on their position. Interestingly, we
found that the acceptance rate of draft tokens is
also context-dependent. In this paper, building
upon EAGLE, we propose EAGLE-2, which intro-
duces a new technique of context-aware dynamic
draft tree into drafting modeling. This improve-
ment leverages the fact that the draft model of
EAGLE is well-calibrated: the confidence scores
from the draft model approximate acceptance
rates with small errors. We conducted extensive
evaluations on three series of LLMs and six tasks,
with EAGLE-2 achieving speedup ratios 3.05x-
4.26x, which is 20%-40% faster than EAGLE-1.
EAGLE-2 also ensures that the distribution of the
generated text remains unchanged, making it a
lossless acceleration algorithm.

EAGLE-2 WEE EAGLE WM Speculative sampling
3.80x 3.92x
3.19x
232x b 22 2.68x%

1.62x )
N/A N/A

% 1 il
Nt N\M_.c\‘\?‘ par *

e \,\ﬁw\
Models

Figure 1: Speedup ratios of different methods at tempera-
ture=1. For speculative sampling, the Vicuna series uses
Vicuna-68M as the draft model. LLaMA2-Chat lacks a
suitable draft model, and is marked as N/A. Methods like
Medusa relax acceptance conditions under non-greedy set-
tings, which do not guarantee lossless acceleration. In this
paper, we only compare with speculative sampling based
methods ensuring the output text distribution remains con-
stant. In Table 1, we present comparisons with additional
methods, but this figure only showcases a subset, including
the fastest among these methods, EAGLE.

Standard speculative sampling (Leviathan et al., 2023; Chen
et al., 2023a) uses a chain-structured draft. To improve ac-
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EAGLE (Extrapolation Algorithm for Greater Language-model o AR IR T 2L LRISEE R, EAGLEFELR
Efficiency) FRAE RO AR T, et TR mHEREE.
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, e e ISR EAGLERIIZ ARSI, 7S T70BEUE,
FEHI 44 N\ draft model SR A R T T — ANREAE I A9 5 P ) A 700 1 1 e B e
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Thinking: AT AHFELL Token B8 &7 7l ?
tban: %\ "The capital of France is", Tl ~— iH]
« Token JZ1H]

A g2 "Paris". "located". "a"...

"Paris" 2R R —/NEEID, 5 "France" TLEFERBL,

=> S ANESL AWENME

o FFIEET (EIECE R RREORES)

"Paris" X M FIAFAE A1 & 5 "France". "capital" FIAFAEAETE X AS R A B B AR IT .

=>FES: . B, IR R R



EHiRbTER

EAGLE-S HAREL T4 MR RAE I 7 V5 —FF, B FE AR B IR IR B .

EAGLES HA VAR E X B TEMRT . NEER T ARDTEERF B~ & E

HEM 4 RAE (Leviathan®$ N20234E) FlLookahead (FuZf A\, 20234) JETtokenTiiilltoken.

Medusa (Caif¢ N\, 2023%) M7 S H HASLLM B RFIEF2 BT t4 F1t5 .
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Speculative Sampling Lookahead
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EAGLE Draft Modeli)|

Draft Modeli)l| Z5x:
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PR EAR, Hrih 65 2 Mk iktoken S HAH B AU HEZE 04T o

SRR B IR H b2 i DR 2o i i token & H ARLLMs ) LS
oA, NI ERUE AR BESOAS () Jo A 22 A

0 Rtokenti B 48, FRE RS Hbs oA GHEIL I8 FAR 20 A b
ML, BRORERARGD SR JE R IR Bk 8 i token.

S UERT B PR

o fEFHBCIRYE R ML EAGLER FBREIRYE & AL e b 2
AP R FRIRE AT 5o IR V2K 0 VAR TR AE B i [ A 32
fli Z Ak token, MTIHERERE. TR R T, B2 Htoken A HRFIE AR ADoK . X LEE1F

SR T Ja SR B AR AR R B R DR AR B AR 3% TR — S

o OB M token FIRHIE :

o IR token MR X T EARH 114 token,  HARLLM
> H TN JELSCREZ . 13Xl n SETE —
frfﬁ/ﬁﬁﬁi %ﬁtﬁfﬁﬂ%i ﬁmﬁiﬁﬁj‘ﬂwmﬁ”? WUEM B, LALLM BEE S5, (R4 14—
o RN P 75 e 246 1 e _ B



AN LESR
SLEVTSY

o FRAAES

¥ FHVicunats?! (7B. 13B. 33B) . LLaMA2-Chatf&7# (7B,
13B. 70B) LA Az Mixtral 8x7B Instruct#si il 3 475206

VAN TEAGLETE L FMES L IIMERE, I ZRAHE . AL M.
RIS S 0

ffiF T MT-bench. HumanEval. GSM8KFIAlpacaZi £ 3E1T PEAL

o YNEEHE

EAGLEfE F ] & 3 £ 34T VI 25, e 1 48 F B ARLLMAE B0l 2k
B 0 B T

THRME R, 3 HARLLMP BRI R = 1 heE, X R
EAGLEXT I 2R %0 I BBUBME 854, I HAE R 1 R F [ e Bl 485
TEAR D BAS 1A B

Training data Speedup T

Fixed dataset 2.78x 3.62
Data generated by target LLM 2.88x 3.75




|3h| AL
SLOW 1
[ ] b =
e R Model T - 1l-a 2-a¢ 3o 4«
EAGLEN) X AR BIs /D TR, MARESET &, K, Vicuna 7B 394 079 074 072 0.73 0.67
o o Vicuna 13B 398 0.79 0.74 072 0.74 0.70
5 FH LR F8 bR R AR I R 2R Vicuna 33B 3.68 074 069 0.67 067 0.66
T=0 [LaMA2-Chat7B 362 0.76 069 067 068 0.68
1) H&etsE k. (Walltime Speedup Ratio) LLaMA2-Chat 13B 3.90 0.77 0.69 0.69 0.70 0.71
LLaMA2-Chat 70B 381 075 0.69 0.65 064 0.64
AT TAL S & B3 AL 30 SE B i 3280 38 B Vicuna 7B 317 071 0.68 0.66 0.66 0.65
o Vicuna 13B 320 073 0.68 068 0.67 0.69
2) P KE Vicuna 33B 322 071 067 0.64 064 0.64
T=1  [LaMA2-Chat7B 330 0.71 0.66 0.66 0.66 0.64
RS B FRLLM ) I [0 4% 328 -1 3542 52 i token £ LLaMA2-Chat 13B 345 0.73 0.69 0.66 0.67 0.67
LLaMA2-Chat 70B  3.46 0.73 0.67 0.64 066 0.65
3) HiE a

e SRR B R token T B RO LD, X Kty O—o FUARHORAESE A SR BRI BRSO oA B2
e g — A B B tokenf H bRLLMEZSZ 1ML
2-a 3-a. d-a BB ASHERRRFEMCRORN, 52 BRI
MR, SEUR LI 25 TR



AN LESR
SLEVTSY

- UIKE « SEEmEER

il %€ 1 HASLLM, JFF7EShareGPTHE4E FillZk VY EAGLE. 1 T EAGLEAE A FIF AL S LAIAS 1 3035 IR R .
68,000/ X 1EIEAR, 223 R E N3e-5. KA T AdamWALALZE,
Hbetafli(B1,B2)i% & ~(0.9, 0.95), FFSZI T 0.5(F1%h EEE BT,

EMT-benchBflE 4 |, X FLLaMA2-Chat 70Bf% %Y, EAGLESEZHL |
2.7x-3.5x AR s b, [RI AR PRAE AR BOCAS 73 AT AR AT T
EAGLERI A IIZR S50 T-7B. 13B. 33BFI70BIE A4y 5 0.24B.  FFrik &4 5 | 1%,

0.37B. 0.56B#/10.99B.

HumanEval GSMSEK Alpaca

Model  Speedup a Speedup a Speedup a

V7B 3.33x  4.29 3.01x 4.00 2.79x 3.86
V13B 3.58x  4.39 3.08x 3.97 3.03x 3.95

T MoEFE 7 Mixtral 8x7B, EAGLEM 0] JI|25:Z:%1°40.28B.

EAGLE ) — N0 28 R i & I 2R A%, 70BR B i) H 8] ) Sk &5 m] ) V33B  3.67x 428 325x 394 297x 3.6l
o =0 LC7B  3.17x 424 291x 382 278 371
DLAE1-2 K N ZEAL00 40G R %528 b 52 i)l 25 . LC13B 3.76x 452 320x 403 30lx 383

LC 70B 352x 442 3.03x 3.93 2.97x 3.77

V 7B 239x 343  234x 329 22Ix 330
V13B 2.65x  3.63 257x  3.60 245x  3.57

V33B  2.76x 3.62 277x 3.60 2.52x  3.32

T=1 1c7B 26I1x 379 240x 352 229x 3.33
LCI3B  289x 378 2.82x 367 266x 3.55
LC70B 292x 376 2.74x 358 265x 347




AN LESR
SLEVTSY

- ftE R/ PG E

TELLMsHFERL T, A7 2 FERRS, X SEGPURITHA TRIA
REEAF BRI - HENE RAE 7 VR0 H AE T 58 A Rt A R

GPURITHEL BE il

Batch size | 2 3 4 Throughput
b e NN, I AT T R . {2 Vicuna 78fF 9 H Vicuna 7B 290x 2.87x 2.65x 2.76x 1.97x
FELLMES, batch size=4R} [ I3 L 55 T-batch size=3, X &KA LLaMA2-Chat 70B 3.01x 2.8Ix 2.50x 2.40x 1.99x

FEEAGLE IS UERT L,  H FRLLMAE LY HT A% i AL FE 2 4>
token, batch size=4H} ) AbFE 3 BF L4tk & /N 3B BE AR,

MHEEZ T, g 3 BIAEEE, B ARLLMEEIRET 4% E AL —
“/Mtoken, batch size=3FN4R} B TL-FAHIE]



FAGLE2IETH



FAGLE2HEIH

EAGLE-2: 7EEAGLERELAl FbAT 7 obcdt, SIN T —MsgrmEoR, BN SO s AR, T 5ok 22 0.
A T EAGLERL AR AR Y 1 R AP AR vE R PE . SRR AR Y 10 B AS 40 B Be 8 DL/INR ZE T A S A token 132532 2
TE L2 TS TR F AT 2 VR0, EAGLE-2ff hniE bLik 3] 1 3.05x-4.26x, LEAGLE-11/120%-40%.

EAGLE-2 B EAGLE B Speculative sampling

4 3.80x 3.92x

3.19x
3.05x > 68x

2.32X

Models



FAGLE2HEIH

EAGLE2HEF ) 3= E vr ik -

o FNAEARGH : EAGLE-2HR¥E H Aritoken (% 52 R o) A5 1 B H AR
WEiH, X5 ZRNATEH RS TR AR, % ER
RO A AN UE (% e token o

o [REET AT EAGLE-2FALRAE BRI SC A AR 5 R UG
LLMsTREF—3, S2BL 7 eHins.,

o AN SEAGLEAHEL, EAGLE-2AS 75 LI ZRAF o] A A1
FREAY, AT R AELLM AT ki 5 58 5 2 50



%IU\W‘T VS EBIU\HTXTI:B

Bt "0+2="35

o EAM (EAGLE-1) o AW (EAGLE-2)

Query: "10+2=" Query: "10+2="
|-"1" (0.95) -- "2" (0.9) |-"1" (0.95) -- "2" (0.9) -- "." (0.85)
|-"3"(0.05) -- "0" (0.04) <-- R%FIH5H "3" BASEAR, E4RBURL

TR BT R AE =R ) L

Et. EAGLE-1 R 20%-40%, i Eik %) 3.05x-4.26x



SERMI Dynamic Draft Trees

o EARA TAERRE

FEAEMMERAE T, TR S — MBI L, HTAAEm4 « T JRIIr B (Expansion Phase)
VIR A2 BT R A I BB 22 ) i it token

EAGLE-24% 2 i R S AT 11T 40 (Blltoken) , JF

L YRS REHI T — 2 0 itoken . JEHEIRSEH SURAT
=| 5y g — NGRS = FEF A1 4 Bt = B A

LA GRS bR oA o) DT AR RIS R BRI
)

AR, RS ERERRIE ST E T oS B A S i token 9T~
M 52 R R A5 . « EFME (Reranking Phase)

I B BCH H bp 2 IR SRR Y, (HIE S K token A] BEE 22 i EAS
e itr). Bk, FEEAFE, EAGLE-2E M F A Histokenit
TR, Ik FEEA S ERATm M token. IXFHLR 1 friktoken
VIIRIE N — R B 254



1 REMTER

- JIEME

1325 T Tree Attention, Draft Model ] LA [R]E %1 A\ 241 )2 B BT A
token, JFAEELIAT ARIE TP THE T — MokenHIHEAR, I
Je T = [ frfitoken. ZRTT, —IXTEM A K Z token I 1%
Draft Model ) Hij [i] £ 8 3E BE, 171 H.Draft Tree®tsi — /= ftoken®i &=
SIRBRIGK . B, FATFHEA LB Draft Tree.

YE# N 4112 Ia BB A w2 R B 1Tk token#EAT
PR, EHEMM RIS, WIRIEAE | — P Eftoken, Bl T
LI A JG token; — 1 token R TEH BT w4 #0252 )
A B AL . Token tiff) 4 #5252 & Dfaft Tree MR 52|
ti RS LT tokenZ 2 R A I . AT TR H 2 R Vi:

Vi = Ht cPath(root,t;) P Ht cPath(root,t;) Ci>

Expand (Top-2) 7R R HE

It (1.0) B 2T
1s (0.6) has (0.2)
087 \ 01 077 \01
a (0.48)  the (0.06) to (0.14) a (0.02)
07 | ™0 0.6 ; Q2

good (0.34)  nice (0.05) be (0.08) do (0.03)

|

Rerank (Top-8)

It (1.0)

is (0.6) has (0.2)
o.y \0.1 O‘.7/ \0.1
a(0.48)  the (0.06) to (0.14) a (0.02)
0.7] \Q.} 0.6] \Q‘z

good (0.34) nice (0.05)  be(0.08)  do (0.03)

LR I B B



I RERTER

Hrpath(root, ti)fUREFARR H MR 7 5 271 A ER AR, pift
RN RGHAIEAZ R, M R AR 2 ) B 5 2
KRN, BEEPBSHEFREMIEMAR. AT R
FoAGL AT SR

MBEA B E I token H IR 1 73 SCHE A Al RERIE . AL, 3AT)
Ve b —IRE T B Sl BTk R F i A\ B = AR AR A,
AR s il S SR PR SRR AR

Expand (Top-2)

- It (1.0) -
1s (0.6) has (0.2)
O'EV \0.1 O.V \0.1
a(0.48)  the (0.06) to (0.14) a (0.02)
07 | ™0 0.6 ; Q2

good (0.34) nice (0.05)  be (0.08)  do (0.03)

|

Rerank (Top-8)

0k It (1.0) 02
is (0.6) has (0.2)
o.y \0.1 0'.7/ \0.1
a(0.48)  the (0.06) to (0.14) a (0.02)
0.7] \Q.} 0.6] \Q‘z

good (0.34)  nice (0.05) be (0.08) do (0.03)

LR I B B



hmll

SHERTER

FAR H I I REBUN B R IR AR, BT R RAE
F12 A3, HIRZE K tokenE & LB K. — AT fe
HERE T R B R A IR E Cy W R s AE. B, 37
JEBT BOk £ (token A EEAE AR MEM . IXH, FATS A
R token BB HEATHEA ,  JFIEFRE B R U HTm S tokens
MERE S — AR AE RN T EEE T HACY RE. X T
HAMFEME R, FAIM IR RGN . X iR 1 B
JRIE H AT m A token /S SR T il — PRIZ L U3

YRR e EAE, Rk tokenf B 4ER A, AEDY
JEARLLMESIE B BTN o

Expand (Top-2)

It (1.0)

1s (0.6) has (0.2)
o.y \0.1 0‘.7/ \0.1
a(0.48)  the (0.06) to (0.14) a (0.02)
0.7 ; \‘~le 0.6 ; “xQ.‘z

good (0.34) nice (0.05)  be (0.08)  do (0.03)

|

Rerank (Top-8)

It (1.0)

is (0.6) has (0.2)
o.y \0.1 o.z/ \0.1
a(0.48)  the (0.06) to (0.14) a (0.02)
0.7] \Q.} 0.6] \Q‘z

good (0.34) nice (0.05)  be (0.08)  do(0.03)

LR I B B



hmll

SHERTER

VERE DS N T RS A R AR R, IR Attention mask
T TR P VT RO HET . A TR, 94 tow e the o eeod B
token™] L& 2 PTG 77 1H Htoken, TERR N = MVEE S5 RE, It v
G FHE RN, 3k S 140 3 Hitoken S %40 e AT L. R s |/ | v
AR 25 M B 2 RS, DU (745 token W BE 7B B h Y Y
as
e .
FHOACR: B BRI, EAGLE-2AENSR B F B2 K BE Al 2 |/ |V v
M, R FUA BRI T %4525 5 R B token & 4 5 5 the |V |V v
iR to 4 4 V4
good ./ \/ / \/
be | v v v4

ES WAL



<A LER

:7&3&051
L Feh
f£Vicuna 7B, 13B. LLaMA2-Chat 7B. 13B. 70BAHILLaMA3- EAGLE-2 BF A GG LLMBEAT A0, AR B2 &, R
Instruct 88 70BHRAS LAY J 5K SRR I v BRI ARG A T, T AL T L T 9

B R DAl e 4
1% o bl AT [ VAR S B 0 L
PNHUE AT S LT T AP . W T 2E. R, o TR R SR R-SE A A A token MR AP
FUELHERE . Fo A BAE . FEELAI A 2T % fH, BT A ELAG 32 Htoken B . IR KR KL
SR G B RS ATIN R EE, (ELh  2  S J  BR

7 AiEFE T MT-bench. HumanEval. GSMS8K. Alpaca-
CNN/Daily MailflINatural Questions#{ i £E .

ULOPIREE R

EAE T LUMsAE X A H TR REA DR B E,  RIFE T A S5
A5 FH A 1) ) e A PR AR



Sl 1 VAN o
%E&Lém%

FEFTAHEEEFLMs T,  EAGLE-25E3L 45 = 1 A
LG . R ZHHEN R AL AR A TS5
(HumanEval) FRILH & IIEE, X1
A A T2 A5 FH ) ] A

EAGLEZEARS A2 AT 55 B SIEB 1 Ry IS S A% (RN ik
PLDYE S 45455 (CNN/DM) A VicunafE B 4G
LLMB SEIR T e s I b, X3 55 FPLDEE TR
YRR A B Vicuna AT S 45 I B R XIS .

B UEAEIN AL S I Vicuna-68MAE A RRAR RS, 52
T RFERIEL, (A5 HAMTTEMLL, HAIZTT
B KIS % . PLDFILookahead AN Bl 2%, 1fif

Medusa. Hydra. EAGLEFIEAGLE-21# FlISFTHHE 4
ZREFRAR . Vicuna-68M [F] I F TR 25 £ 85 S Al
SFTHEE R, Horh Wil R84 AR EUSFTE R B KIR 2

MT-bench HumanEval GSMS8K Alpaca CNN/DM Natural Ques. Mean
Model Method Speedup T Speedup T Speedup T Speedup T Speedup T Speedup T Speedup T
Temperature=0
SpS 193x 227 223x 257 177x 201 176x 2.03 193x 233 1.66x 188 1.88x 2.18
PLD 158x  1.63 185x 193 168 173 1.16x 1.19 242x 250 1.14x 117 1.64x  1.69
Medusa 207x 259 250x 278 223x 264 208x 245 171x 209 181x 210 2.07x 244
v 138 Lookahead  1.65x 1.69 1.71x 175 18Ix 190 146x 151 146x 150 136x 139 1.58x 1.62
Hydra 2.88x 3.65 328x 387 293x 366 2.86x 353 205x 2.8 211x 288 2.69x 340
EAGLE 3.07x 398 3.58x 439  3.08x 397 3.03x 395 249x 352 242x 3.1 295x  3.82
EAGLE-2  4.26x 4.83 496x 541 422x 479 425x 4.89 340x 421 3.13x 374 4.04x 4.65
PLD 142x 146 163x 170 141x 144 1.16x 120 142x 145 1.12x 115 136x 140
Lookahead  1.58x 1.64 1.80x 1.85 165x 1.69 147x 150 146x 153 142x 145 156x 1.61
L213B  EAGLE 3.03x 390 3.76x 452 320x 403 30Ix 383 270x 359 2.8%x 347 3.09x  3.89
EAGLE-2  421x 475 500x 552 431x 490 4.13x 4.61 345x 424 3.51x  4.04 4.10x  4.68
$pS 1.82x 236 199x 261 171x 226 1.65x 221 181x 244 160x 216 176x 234
PLD 1.61x  1.68 1.82x 1.87 1.82x 199 1.21x 131 253x 272 123x 144 1.70x 1.84
Medusa 191x 252  202x 267 1.89%x 259 1.79x 248 142x 202 151x 209 1.76x 240
v7p Lookahead 1.63x  1.69 1.72x 177 1.84x 199 138 157 144x 133  145x 160 1.58x  1.69
Hydra 269x  3.60 298x 379 273x 366 2.66x 358 20lx 270 225x 286 2.55x  3.37
EAGLE 2090x 394 333x 429  30Ix 400 279x 389 233x 342 231x 321 278k  3.79
EAGLE-2  3.62x 498 395x 533 3.63x 497 346x 486 294x 412 276x 3.82 339x 4.68
PLD 138x 143  152x 159  132x 137  1.15x  1.19 148 152  1.15x 120 1.33x  1.38
Lookahead  1.61x 1.66 1.72x 177 158x 165 149x 152 149x 154 148x 153 156x 1.6l
L27B  EAGLE 278x 362 3.17x 424 291x 382 278 371 243x 341 26Ix 344 278  3.71
EAGLE-2 343x 470 4.03x 539 352x 477 345x  4.66 3.01x 412 3.15x 419 343x 4.64
Temperature=1
SpS 1.62x  1.84 172x 197 146x 173 152x 178 1.66x 1.89 143x 170 1.55x  1.82
v 138 EAGLE 232x 320 265x  3.63 257x 360 245x 357 223x 326 2.14x 306 239x  3.39
EAGLE-2  380x 440 4.22x 489 377x 441 378x 437 325x 397 3.07x 354 365z 4.26
EAGLE 268x 345 289x 378 282x 367 2.66x 355 241x 339  237x 331  264x  3.53
L213B EAGLE-2 392x 451 4.58x 529 421x 480 385x 448 331x 408 343x 389 3.88x  4.51
SpS 1.50x  1.87 155x 195 1.53x 1.82 1.56x 1.85 1.63x 191 133x 172 1.52x 185
V7B EAGLE 2.13x  3.17 239x 343 234x 329 221x 330 208 3.12 195x 286 2.18x  3.20
EAGLE-2  3.05x 428 333x 465 3.07x 449 3.08x 443 263x 376 248x 3.56 294x  4.20
EAGLE 222x 330 261x 379 240x 352 229x 333 2.19x 3.5 222x 3.2 232x  3.37
L27B  EAGLE-2 3.19x 441 3.67x 506 335x 462 320x 448 273 385 28Ix 401 3.15x 441
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FAGLE-1F12 RYBRiARIM

EAGLE-1 F1 20 : HEEign, i b A AR K

WG B GREE A\ ShareGPT 68k 9 i £ 8 f%, EAGLE-1/2 MELLIRFAAEH AR GATHAD .
ARAS R K A A

o RRAETIZI: EAGLE 5| Draft Model % H U ZiVCHC H AR R TR Z R, BRI T AL R A RE
o AR —

IZRI: BN H AR B FLSERRAE £1, £2 .. (B 5)

FEHERF: SN Draft Model H CVE REIHFIE (FETEIRZE)

WA BOE RGN, wEBRR, R RIERE



FAGLE-1F12 RYBREHRIM

\d

RZE R FZ I

EAGLE-1/2
e 1 DR ZE (a0) £ 0.8
o B5 UK (ad) [£%2 0.6

CRIEEAK, JE SR

EAGLE-3

DS R RFFAE ~0.8

o E YIS, A RAmH] R ZE R A




FAGLE3¥EIH

f#r: Training-time Test (I ZxE 328D

Zo0BAR: g R P B HEEE I 1 2 P A 1, ik Draft Model 3& M. H IS R, AR R LA s L.

541 EAGLE Y12k (H.25) EAGLE-3 lZ5 (ZPHHD)
# B A — D T # RLALHEEE I 16 2 20 A2 B
BN 1, £2 (FLSRRFAE) Stepl: Hi A f1, f2 (F5E)
Sy L T £3 (FUS ESEAFALE) " 1% al (Draft F%H)
Step2: #i 1, f2 + a1 (JR S HIN)
# 1] IR R I 3 SRR AR A2 Y a2 # AR 22 B
# HEPE 8 2 5 RS R S EE T Step3: #i A f1, f2 + al, a2

EAGLE-1 BV ZR15 "B BEArER B S /" - 22 ER%T, By (HEHED @38 58K RS RmAe T,
EAGLE-3 IR 8" H1& 75 + BIRIZIE" - YIRS &N 1 B Cr g0 I TE &L, BB A,



Summary

AN A BENT R IRATR Rl JOGEREY,
EAGLE-1  WEH{FZRFmMl + Shifted-Token Token FRNIAFREMS ~3.0x
EAGLE-2 [FSEREM (Context-aware) PSSR R RIR ~4.2x
EAGLE-3  [Training-time Test + ZR4HIERLS AFAEZISRBR Y Scaling + 1)l ZHEIEA—E ~6.5x

X Batch 5t FIISLBRIME (SGLang Mk, Batch=64)
* EAGLE-1/2: FHFitmEPFZE 0.99x (JLFEniE, K AK Batch /& Compute-Bound)

e EAGLE-3: HFMEAMEE: 1.38x (S I RAEFHEBEHNMEE L



Summary

K Batch 5t N HISEPr{E (SGLang M, Batch=64)
* EAGLE-1/2: #HHtmPF% 0.99x (JLFLME, KN K Batch £.5& Compute-Bound)

« EAGLE-3: &M EFEF 1.38x (FEEIFKAESHEF N EE L)

EAGLE-3 X 15 & B e X

EAGLE-1/2 7F Batch=64 INHfisZ24% (0.99x) , {H EAGLE-3 i i ¥ /= 145 2l Scaling Law 15 BE{FEF 1.38x
Fuk I,

=> BRI E IR R A2 IS Y, EAGLE-3 J& H BifME—RE [F] B il K Batch =y ik A HED @A IR 1) 5 2=



Summary

Thinking: Batch Size X1, 2 F5HEN S8R 42

=, AT ROR IR 55

1 GPU 1E Decode i Bx A — IR I 7] A8 B — 493 4 it — i

BRI = 47T batch BLIFATALBRRE R / TAFE

P = FEAREARTH ZE L2 RN, 1EIX —i i E RIS

PEDAEAD, PTUABEAE . BR T IR MRS, bRy 2 55— 5511 token, P FHRAELLGAIE.
« Batch /]> => Decode 1 Memory-Bound (5 7M7)

FERF 1N B EHEN RS RBIMTR, PR L, EY .

* Batch & 1R K => GPU CL#:ilr Compute-Bound (5 HRU1A)

FEE&st ;30 N FHEZEHEN A X2 AR THE => Whaiaa iR, FERSITHHIE AT AE 16 )5 R



Summary

Thinking: AN AEAGLE-1/2 AT (41X} K Batch) ?

UIZRAS 5 N T2 B AR [ B SARRAE. (BRiEE 5D, BRI & H O L — B E IR CHIRZE)
AN DI, wERB, 5 DR F M ~0.8 [£F] ~0.6

i HAAR =Y 8 f%, ML LT ABK (Scaling HaF1)

Fir DAfE Batch=64 I/, EAGLE-1/2 FIE AR EA G — M, 0K Batch FA/MTHEITEHE o7, MEXNM)E
T & 0.99x— —Z) 2T NEE

EAGLE-1/2 B 218 BEPMES R0, AR SR PR 45 g T .
EAGLE-3 i ME% i + BIRIZIE;
MR, FE2 R REE ~0.8, A F% EAGLE-1/2 FBFEM 0.8 TEF] 0.6, 13 2 BRI M A R



HENRERD S SRR
YRR S



i

MFRFDTE vLLM HYEERE,

HEM 1S 5 vLLM ) Continuous Batching 45 & 15 A =/ MR A

:

o BRI BTS2 batch=1, Continuous Batching 75 & 37 batch
R % EERRRY BoAE NAT. micro-batch, I&IERTEXA A\ 3 batch
« MEDUSA Tree Attention 75 2475k Mask

fRIRTT R : vLLM SZ%F Custom Attention Backend

o B (FEREA + KV Cache)

fE R TT %R : PagedAttention 4t —& Bl B4R AI H AR 11 KV Cache



FAGLE £ vLLM R TIERTE

EAGLE + vLLM HiLIX Iteration JiifE

« Stepl, IEFEEEIHRK

16 batch F1C B i KBy SR 1252 8 = 1 oK

* Step2, HAEMTE: (Draft Stage)

§1 F EAGLE draft model (0.24B =4, th =)

PERRAE 3-5 285, A Rlifx ik token 4

 Step3, ZRUEHTEX (Verify Stage)

H AR Tree Attention FFATUIERTA draft tokens
« Step4, % HT Block Table

{5 BA 9257 tokens [ blocks, BB TE 451 blocks



vLLM + EAGLE By Iteration fifs

# vLLM + EAGLE [ Iteration 78

# 1. IBFESHENRIENK

draft_requests = select_for_speculation(current_batch)

#2. EREMER - iR 22K EAGLE RELRIEFTN
for step in range(max_draft_tokens): # 1B 3-5 &
draft_features = eagle_model.forward(

target_features, previous_tokens

)

draft_tokens = sample(draft_features) # RIASKAF

# 3. IGUERTER - BTMEEFH TR B RIS
verified_tokens, accepted_length = tree_verify(

draft_tokens, target_model logits

# 4. B85 PagedAttention Block Table

update_block_table(request, accepted length)
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REtEaeratn (KPis)

LLM HEF A1 () S B iR b
(" N ( N\ [
FEIRSSIER F ST HENRFISIEIT
TTFT (Time To First Token) Throughput BEE «
MIBREIEZIE— token i AIATE] tokens/second (RUEERLE / 2RTA) #5155 draft tokens / = draft tokens
2 Prefill B EREZID >0.6 RiF <0.4 FiFE
Goodput
TPOT (Time Per Output Token) THEIBRAIRANEREFD BdlE
TE<BEIH token [EIfE % TTFT<1s, TPOT<100ms Real BS x (1 + o x draft_len)
= Decode B{ER batch size 2210 GPU FIf Sz BRHE IR AYSE R MRS SR
TTFB (Time To First Byte) Compute Utilization (IEZBFEHHA) FHHLEE
BT UMEIRERE (2FIER) Draft / Target #32RIIBILL
EAGLE 5-10% MEDUSA 8-12%
. S . J \

B FRAR Earh E. EREAE T 5 token, BHAREMISIEERRZ T 34, P4 a=3/5=0.6.

ez, HENRAD NSOGB Y B WORRAR CREANE) |, 248 | RGBT ROT AR 2 D3



VLLM ML E28

AT 5 A

N 1% 5 KV Cache

S

prli

H=E

--tensor-parallel-size

skEF1T (TP) 0% GPU £§

TRYE GPU UE (2,4, 8)

--pipeline-parallel-size

MKEFT (PP) ERE

RIRRS TS RRd (A

--data-parallel-size #EFHIT (DP) LAY = ARER
528 15e8A HE=E
--max-model-len BRAFIIKE LK, BARGEER
--max-num-batched-tokens B AHEAMR token £ S EREFRSE, AFITES
--max-num-seqs BRAF R FHIE R EFEINKE R
--kv-cache-dtype KV Cache ZEZEHY fp8 IR ETE, Ik <1%
--enable-chunked-prefill BRSHRFE sEZEIN TR
--enable-prefix-caching I ETF ZEIHEZH S NTF
--gpu-memory-utilization GPU EFFIBZE R 0.90-0.95




VLLM ML E28

BN K E

S8

Pl

--guantization

EMAIN: awq, gpta, fp8, int8 ZF

--load-format INEAET: auto, safetensors (EEIR)
--dtype ITERSE: floatl6, bfloatl6, float32
HEN Y (EAGLE/MEDUSA)
S 15088

--speculative-model

EfSREERIZ (HuggingFace &)

--num-speculative-tokens

HEM token £ (N 3-5)

--speculative-draft-tensor-parallel-size

ERRER TP (IBE 1, FAEREEN)

--speculative-max-model-len

BRI RIKE




VLLM ML E28

)RS e

Pl

--scheduling-policy

TREREE: fcfs (FoKIIRSS) B priority

--preemption-mode

BEEIL: swap (¥RHZE CPU) B recompute (BH)




1. vLLM N B Metrics (Prometheus #% )

# 181d --enable-metrics 2288, curl http://localhost:8000/metrics B&

vilm:prompt_tokens_total # BN token it
vlilm:generation_tokens_total # 4k token Rt
vlim:time_to_first_token_seconds # TTFT 9540 (P50/P99)
vlim:time_per_output_token_seconds # TPOT 950
viim:gpu_kv_cache_usage percent # KV Cache FIJFAZR
viim:num_requests_running # HENETHRNEKEL
viim:num_requests_waiting # PAFIF T PRNERKEL

vlim:spec_decode_draft_acceptance rate  # HENMIFRADIESSER (v0.8.54)



2. NVIDIA Nsight Systems (R Kernel 43#T)

# 217 kernel HUITETE], W Attention 2RI

nsys profile -o vlilm_profile python -m vllm.entrypoints.openai.api_server

3.H & X Grafana Dashboard 7<% Panel

7ML ERDTh HHiEH HETIEZRS
o 5] batch HHHIIEREL o TTFT P99 ((ZFHHKEDTE) o B PAERY token 2 o ETEEE
o GPU itEFIFE=R e TPOT P95 o ERTAER o« ERIKEDT

o PAFIEFEREL * Draft Model ThZg



IR ICRERES

BiF A: a5t

B AL tokens/s

—-—-max—num-seqs 128
--max—-num-batched-tokens 8192
--quantization fp8
--enable-prefix-caching

# Continuous Batching FiAH/E

Bfx B: RAKIEE
=/ /MY TTFT/TPOT
--enable-chunked-prefill

--max—num—-batched-tokens 512

--speculative-model <eagle_model>

--num-speculative-tokens 4

RO A 52 A&

BiF C: TEERF

7R OOM [a)8R

--max—model-len 4096

--quantization fp8

--kv-cache-dtype fp8

-—-max—num-seqs 32

--preemption-mode swap




= IR 2

Wist1: TTFT IS m(>25)
Thinking: WH{A[1Z T ? Thinking:  {0{A] fiE 1 ?

if prompt_len > 4096 and num_requests > 10: e Chunked Prefill: & prompt 743 512 tokens, 5 decode A%
bottleneck = "Prefill Compute Bound"

* Prefix Caching: %%t prompt [#] KV Cache EH

elif kv_cache _usage > 0.9:

bottleneck = "Memory Bound (Swapping)" e PD 0 E: Prefill B, AFHZE Decode

Thinking: Chunked Prefill A B XL?

£ prompt 1] Prefill IEHFER) o —IRETHE A prompt 208 5 GPU, HAth decode 1 SR 18 2545 .
T NGB PAT, G EE AR i B - K& E R —BU L B A & AT



= IR 2

Y5t 2: TPOT AME (FF3K0)
Thinking: H04i] 12 K 2 Thinking: A fi# 1 2
* batch size BN (1-32) > 1ERBAEANE] ¢ --max-num-seqs 64 1%l batch ¥z R

o HENfRAY I R IR E > B AW o SRS (>0.8) [ draft length (4>2) (M Typical

Acceptance

* PD %)% )5 Decode M iz4T, TPOT HA25E



= IR 2

Y5t 3: GPU HFIH ZAK (<50%)
Thinking:  WH{A[2 W ? Thinking:  W{AT i 4 2
« Memory-Bound: seq_len 4K, S1F 5iHHE o K --max-num-seqs, L% GPU Compute i& 85%+
TR
WS TFES: TREIFFATES NVLUnk 84S BON R

* --quantization fp8 --kv-cache-dtype fp8 %4 i A7 f¥ it

* Batch < 8 I} J8 FHH#EMIARAD (2-3x nik)

Thinking: Aft4 Batch Size K 1 HE M A A5 R0 SR 28 55 ?
HEN A 1A% O 2576 T Decode B BX A\ memory-bound 2% 4 compute-bound.

24 Batch Size &R KB, GPU i1H S iIn A CARE 52 compute-bound) , BRI %o+ 55
I T B . => EHE



= IR 2

Y5t 3: GPU HFIH ZAK (<50%)
Thinking:  WH{A[2 W ? Thinking:  W{AT i 4 2
« Memory-Bound: seq_len 4K, S1F 5iHHE o K --max-num-seqs, L% GPU Compute i& 85%+
TR
WS TFES: TREIFFATES NVLUnk 84S BON R

* --quantization fp8 --kv-cache-dtype fp8 %4 i A7 f¥ it

* Batch < 8 I} J8 FHH#EMIARAD (2-3x nik)

Thinking: Aft4 Batch Size K 1 HE M A A5 R0 SR 28 55 ?
HEN A 1A% O 2576 T Decode B BX A\ memory-bound 2% 4 compute-bound.

24 Batch Size &R KB, GPU i1H S iIn A CARE 52 compute-bound) , BRI %o+ 55
I T B . => EHE






VLLM P REESESEA

SEIG IR J2 3l vLLM IR 5%
e GPU: RTX4090D (24GB) # EhthEaNm<S CeIENEA A)

python -m vlim.entrypoints.openai.api_server \

« AL, Qwen3-0.6B (FP16)
--model Qwen/Qwen3-0.6B \

o EFEG[HEL. vLLM 0.18.0 —-port 8000 \
- n " --dtype float16 \
- JAFIMECE: basic (BRINSH)

--enforce-eager \

--trust-remote-code

1-J2 ZHVLLM IR %% .sh



CASEl: mzVEiHS3ERNE (TTFT/ TPOT)

TODO: Vil S52EiRM & (TTFT/ TPOT)

I s (stream=True) K #H &5 token [RIZRIIAIE], M8 TTET A1 TPOT 4345

import time for chunk in stream:
from openai import OpenAl if chunk.choices[0].delta.content:
client = OpenAl(base_url="http://localhost:8000/v1", token_timestamps.append(time.perf_counter())

api_key="not-needed")

def measure_streaming_latency(prompt, max_tokens=200): # TTFT: MAIEIEKEITZISE— token
BRSNS TTFT F08 token B9 TPOT"" ttft = (token_timestamps[0] - request_start) * 1000
token_timestamps = [] # TPOT: 184B token |BIf&
request_start = time.perf_counter() intervals = [(token_timestampsli] - token_timestampsJi-1]) * 1000
stream = client.chat.completions.create( foriin range(1, len(token_timestamps))]
model="Qwen3-0.6B", return ttft, intervals

messages=[{"role": "user", "content": prompt}],

Nl Y AN NmINAAE=R
stream=True, max_tokens=max_tokens 3-vi 2o 5 s R BE.py



CASEL:

MV SIERNE (TTFT/ TPOT)

FAANEKEE B Prompt AR, MZE TTFT B Prompt K FERIARLL (Prefill THE EMOK, TTFT S -

SEIGEER. TTFT / TPOT I &

Mzt in s TTFT (ms) TPOT 3 (ms) TPOT P50 (ms) TPOT P95 (ms) &t (tok/s)
%2 Prompt ("{REF") 355.5 13.6 14.0 14.8 58.8
1 Prompt (E,I,ﬁjjmr&ﬁj) 40.0 8.8 8.6 10.1 111.8
1< Prompt (PagedAttention 63.2 9.3 9.1 10.5 106.3

Thinking:

RXFER JaBRENL, B 5

A2 %5 Prompt [ TTFT it m (355ms) 2

TEMmE . JEEEER (/K Prompt) T5E LTI, TTFT [B17% 21 40-63ms B 1E 5 7K.

EAEF A,

M 2 ROE TR R R G v Ja S E IR B

F— R GPU CUDA kernel MARTIH (NIT dide. WEDTEEE) , SEE IR TTFT




CASE2: FA&JEM (Continuous Batching R4ERIGE)

TO DO: Jf& &M (Continuous Batching i 5 5641F )

PAANRI IR FE AL 20 MER, WA E AT BEIF R R - S uE iR "GPU AL EE 1 MESRH 8 ME
RIS ZEAZ, HEHER T 8 5" 4L .

import concurrent.futures, requests, numpy as np

def run_concurrent_benchmark(prompts, concurrency, max_tokens=100):

"R RERIERK, WEMREEUE"""

all_results =]

bench_start = time.perf_counter()

with concurrent.futures.ThreadPoolExecutor(max_workers=concurrency) as executor:
futures = [executor.submit(send_chat_request, p, max_tokens) for p in prompts]
for f in concurrent.futures.as_completed(futures):

all_results.append(f.result())

A-FF K M. py

total_time = time.perf_counter() - bench_start

#1tE Qrs. FItE., FTERDEL...



CASE2:

H2 &M (Continuous Batching 34ERI&T

'p_ég\/ﬁég% ﬁyig VS '@ﬁ%

HEE QPS (req/s) HILE (tok/s) P50 ZEiR (ms) P99 FEiR (ms)
1 1.02 101.0 899.8 1453.9
2 2.02 201.6 985.1 1048.2
4 3.85 385.4 1018.2 1128.3
8 6.35 635.0 1037.3 1101.5
16 9.87 987.2 1520.6 2085.3

o« A ELMEMEK. JFFRM1E8, FHEM 101 MK F 635 tok/s (£]6.31%) , P50 ZEIR{Y M 900ms 4% 1037ms,

JUFBEHE N - X B2 Continuous Batching RS

o BB JfEk 16 B, P99 ZEIRBk St F] 2085ms, i GPU B SHLiT AT, M Memory-Bound ¥ [n] Compute-Bound

o PRAEIGIE: "ALHH 1 MERA 8 MERFERF E AL - P50 SEIR M 900ms El| 1037ms [ 15%, (HEFMHE] T 6 1%



|II[

CASE3: Prometheus FBfRKEE

TO DO: Prometheus 85 K42
VLLM ERAZEE /metrics Ui 51 (Prometheus #$70) , AT PLSERT IR IRGIRES . PA RS M iZim SR EE %
T IR BT AR -

import re, requests for key, pattern in patterns.items():

def fetch_and_parse_metrics(): match = re.search(pattern, raw)

"t MOVLLM /metrics s RS EE R HEFE AR if match:
raw = requests.get("http://localhost:8000/metrics").text metrics[key] = float(match.group(1))
metrics = {} return metrics

# ¥2HY Counter / Gauge ZEBUEFR

patterns = {
"prompt_tokens_total": r'viim:prompt_tokens_total[A\n]*?\s+([\d.]+)',
"generation_tokens_total": r'vlim:generation_tokens_total[*\n]*?\s+([\d.]+)',
"num_requests_running": r'vllm:num_requests_running\s+([\d.]+)',

S-PERETEAR KR py

"gpu_cache_usage perc": r'vlim:gpu_cache_usage_perc\s+([\d.]+)',



1T

CASE3: Prometheus IBARKEE

IR EE R SRET R SRR

— S el ﬁﬁF
= Y : N |:|‘ tmg
fahr AEn (20 MERER) B
&\ token Eit (prompt_tokens_total) 6,514 6,774 +260
4Rk token &1t (generation_tokens_total) 21,634 24,634 +3,000

Fre s iisUT, PTRARERR LD REE—IXFE PR, SR ILEEAE B token 235N KV Cache T FH 2245 4L

# SR HRIET AN i (2R RE—IR)

[ 0.1s] I=4T: 0 £54F: 0 KV Cache: 0.0% 4Efktokens: 21634

[ 2.1s] I&1T7: 0 ZFE4F: 0 KV Cache: 0.0% “Efftokens: 22552 # +918
[ 4.15] I&17: 0 ZF4F: 0 KV Cache: 0.0% “Efftokens: 23450 # +898
[ 6.25] I&1T: 0 ZF4F: 0 KV Cache: 0.0% ZEfftokens: 24443 # +993
[ 8.25] I&1T: 0 ZF4F: 0 KV Cache: 0.0% “Efftokens: 24634 # STk,



[

CASE3: Prometheus IBARKEE

TR PRAFEL

o MERGHEE: &2 #HHEZ) 900 tokens, B4 450 tok/s FSLFRAE (8 & x ~56 tok/s/req)

* KV Cache 0%: Qwen3-0.6B f&%4fR /N (1.12GB) , RTX4090D F 24GB .47, KV Cache (5§ HUARIK. #epk
FEORHREA! (4 78/13B) BEKH) BRI, i RE BT

o BATHIERECY 0: vLLM v0.18.0 4 Gauge FEFRTERFE ARG L [H AT HEN 0 (i 3K CUAE P UCKFE 2 TA]
TR o AP MBI RTEEC Grafana PR



FI=: vlLM &

{ERAVLLMBBE KIREY, FxTi4eedtiTists, tean:
« = qwen3-0.6B

- RIVEIHSIEENE (TTFT/TPOT)

o FHAIEN (Continuous Batching XXERIGIE)

* Prometheus ISFRKEE

MEREIHAEER, XviLMEgEREH T3




Thank You

Using data to solve problems
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