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MV ER AR ISR S



CPU vs. GPU

ZRINZERRIANIR

- CPU:

RIHRELEINFES, BREXMBEEHISBTIHE, WOERYD (#+%) | BRZEENE
. GPU:

FRETINTEAVZOER => EELELMAIH TEMEE.

LANVIDIA H100.4941, #E168961"FP32 CUDARZIL

RTX 4090 8 163841 CUDARZy, SF[EHHMIERRA4090D/914592,

CUDA ENVIDIAERIFITIHE T EFNIREEEY, £FR/9Compute Unified Device Architecture,
CUDAZILZGPURIEARITR R, EAFITIHEIRIT, sERINHITAEEEIEE



LLMABYEFFIZE

Thinking: LLM A AFEIEIHEE?

LLMAZ ORGSR A R TRNME,

FMASER—NEE (N40964E) , BRI — B,

=> TransformerZE{iBIS AR M BRIBIER SR AN EZX .

il BIAGFH100 token, ENE/I1x4096[FIE, HEZRY100x4096HIREFE,
EEIHENTE token AStoken BRITBXE, AFZ2QueryFBl% x KeyBFFHIZRIE,
LIERIF1750(Z881 => MBAVIEIFIEE, HEERERX,



LLMRYFEFIZER

Thinking: WIRE]FHE100 token, EEIEE— 4096[@8, A24AY 100*4096895E%?
H  tokenEEMIZAIMEIE,

> UIMEBSERENINCENS Y, LRENZENER. NEEOERR— A8, HELTHNIE
Bl BNTERRIRFEE.

BiEFE:
« G)F 5100 token > AERL10071M0964EE R (B N token—N)

o X100 \AE=HEZ /L 1004096 FEFEEI N\ Transformer



LLMRYFEFIZER

Thinking: Al FRAENRIENL?

EUMPARR, EEREHAIBEL100MRE (BMIEXTN—MtokenHIZRTR)
(BUNSRIFEERAEEER— T EEE, FTEIIMITBILERE

=> LEANXSF B tokenAIEEFLY => 5EI—PM4006EIAME, BTFIHEBINE, BEDERFTHES.



EmbeddingtzfY

Thinking: Embeddingt®BY!E2{+A4?

Embeddingt®E! (WIBGE, M3E) ANFTLHZELM +itB{LE,

BELLMEIHAYtoken EFFEAERLERNMAIE (768/1024/40964%) , T JAIRMME NQFRAIBIAEITE.,
LLMZAS (WIGPT. Claude) AMEGtEIL:

I\ : 100/ Mtoken - 100x4096 FEF%

i 100 ™MuERYlogits, B MBI T —"MtokenZ 4

=> (REF MBI R, ZRRIRFERA

EmbeddingtRZ = LLMJEREE +itift3k, it{tiX—H8 ERiRE 35pY 1 RVMREL,



LM RREHERRE

WNfFiE(a)

* SRAM (FHSHEHZEFERS)

RERIR (320GB/sEESMTHEE, 40TB/sRBR G o)  BEEMN (Bsmil128kB) , T EIZEIEIEIIEEUE
=> GPUL A NI @SR N

+ HBM (HHEANE)

GPUEFRIES]. 20265FF R /IHBM3e, Hitn21X4.8TB/s (H200) E|8TB/s (B200) .

=> HBMZE G FMIK B,

XEFT IR LLMIER BRI R — — KRB IR 0% IR Efe e & uEzmiFT & L

2026 FHIRE(HAELZAEEMN BT R wRto+ BEFSEMT.
MRS, BETRERREokenEMIERE,



LLMHAEEE R RYEIERRZ

EGPUR, ZFZIEEIISRAM (BIShared Memory/HEREF) SXEHETE:
1. HIEER (Tiling/oHR1THE)
B, BREITES, STMKEEEEEIENE—REBNESE

SBEUENERF (HBM/GDDR) fNEEISRAM, RFZHANEEHEIH0], BERESIEN (BFETH{N~1T8/s,
(K FSRAMAY40TB/sBR St

2. FHTIRASIMETE
SEINEAERAYIAZIER(F (Reduction, WOISKA, REA/&/IME. FBRET/F)IF—1L)

BUZRAN (Prefix Sum/Scan) HFEBELIZRIFEIBGIRINEX
3. {EERER A SyErs AR FARREER, 1L EZAELALLIE]

ZFIR10-100ZHNERELZ FEEIE
SRNZ N HEES AR A FEE - et e

Transformer®BQ/K/VEEFEITHERTEZ D |B)E R



LLMHAEEE R RYEIERRZ

Thinking: I+ ALLMAER-RELIRREZ?
SISRMRELT T (FEFETE) | (ERR (EESE) FEI0ABIMICE (HBM) ,
=> BIAMFINTERERR, ERFEEKIE, RO0%IEEEE.

LM/ VBEGBBETLIEEEHSRAM, MRS MHBMIRIEZISM,

SASMITEIFER, ERzERELITEEs0fgLAL

GPUBRIHAFHE ~Ib—— XM ERFE.



%ILGPUELS

ZHGPURIS
BE 2t BF/FR ENL ERm= 15EH
H100  [Hopper 80GB HBM3 / 3.35TB/s HRiRARAE  [7B-70BAREL)|\G/HEIR, SR ZfIteE, = mEN
H200 Hopper 141GB HBM3e / 4.8TB/s WiFReE K ETRSOEIE (>128K) | 70B+ERVEA-RIRE MRk " MAD) G ERAY itk
B200 Blackwell 192GB HBM3e / 8TB/s —ES MoEZRHS, FPA(IBIEHEIR. TGRS B AHIAERS AT
B300 Blackwell Ultra 288GB HBM3e / 8TB/s BEE BEAREBREE. DEEImmTE— 2025Q38.57%
L40S Ada Lovelace 48GB GDDR6 / 864GB/s Y BERIERTIERNESHN IR R AN L2156
RTX 4090 |Ada Lovelace 24GB GDDR6X [SERVISUE  [1B-7BIERAHIE . &S SEERL, FoNVLink

BRI PR
FoHIEE:

(MIBZFR) : Ada Lovelace (2022) - Hopper (2022) - Blackwell (2025),

Blackwellgz#r, E/XHopper (B HEHR) , AdalovelaceEg_t—1X,




il

ILH
«l ¢

UEBYFRIN :

- <7BZ&%{: FAL40SELRTX 6000 Ada, H100MHEEIT

 7B-30BL5)I1%5: H100 (FP8+EEES, S£35RME)

* 30B-70BHEFE: H200 (141GBEREfFRIEE-RIE{T70B, ERZRBEFTH)

* >70B denseE{MoE (¥[lDeepSeek-V3) : B200 (192GBEIFZ+NVLink5, EEEMRBFHRIN)

« B ET3(>128K): 1JIIZRi%B200 (Btm) , HEEIEH200 (HENTELES)

BfF=K:RTX 6000 Ada K—fZ (48GB) , AIAMETT 70BHREY (INT8) , RTX4090 HEEH 30B LA
NVLink 2 NVIDIA §Y GPU [EIEEBE B A

B &%l (Blackwell) fiB——4mT\ AIFH=, HZEF (Hopper) ENE——RIFITERS
BRIIREAAILH, HRJZBBEAITECH. WMRMARE)|%/HEE, B200 BBEEY, WRMSSFIE
Hl. DFNANEFEZFITE, H100/H200 &L,



BlackwellZE{ g E a4

Blackwel I ZR{ERVE L. :
- FPAEEIE: 1HLLFP8, NEL B85, FIHEFSS%, BREERLIES
« FHAMNVLnk: HE51.8TB/s, EETRIFEAIR 2

- BERLL: ERMEIEEEFE(N IH100A91/25, Llama 3HEIRERRE] (U5 1N H100T5 =



SRIRECEE

CPUSATFRIBS RN :

- HEEAMNZEGPURISE, BFICPURR

CPUTATR: FARIEKERE. Tokenization (XA<>Token%fR) . BU/RSLIE (JSONfEMT. IENITIE)
+ CPUSGPUFRESHERCLY

EHEEKR, CPURBITEERESAE (DRAM) E => GPUSIAAN TUBREE K.

VL. E15KGPUER16-324%CPU + 512GB-1TB DRAM



Lll\

IEEISTE Ve

DS EERRIE S

« B200EERINFEE2IX1000-1200W, B3004&%iK1400W

. 2026FEFHENBEW/RTNE R SEMIZIE, EFHRXSE L HEBlackwellEERETEK

FXTPA:

« B3 ASE: RTX 4090 (£Y¥15,000-20,000)

24GB ZBF0J Y 13B-30B EUREY, FP8 SZHFAER, MHHNELILTF 5090
- MEXK: —

—F RTX 3090 (£¥5,500-6,000, 24GB BfF)

AHETE 5090: MNMH&= 50% (24¥20,000-25,000) , MHEE(NIEF 15-20%

« ANHETF RTX 6000 Ada: {T11&EIX ¥46,000, FEFIMEERMEL 4090 12 15%, B ARSI T{Eihigit



DR SEu

XS MNAGPU BERER (TEEIMNXEE) -

- RTX 4090 (450W) : tRE=XEXUSEIR], #E2Y 62-70°C, EHE ATX HLFEEE

RTX 5090 (575-600W) : XSHAIEBERERE (75-85°C) , ZNHFEXENNL (MEHX. ™#EEH) ;
KSR EY (#MK 5°Cc, BFE 10°C)

RTX 6000 Ada (300W) : RECEZMIRIT, iwdk 85°C, IREME, BEaXEE

REsRllg (25kK&AL) A FEIIMEXEEEIEER, RRERTERD



FaltS1ESR



MIEKIEE 2l TokenZiFE

BHAREIIRSS (WJESHuggingFace, NVIDIA Triton) SRFHIEXKIEE (Request Scheduling)
EXI LM HATIEREXE IR EE.

=> PALLMIEEE S [ZERI O BlF T Continuous Batching (IELEHIAME) FIPDIEERM.



PURETRIESR

HEZR el SRR 2026 F BTN PARELVNAN
PagedAttention (TQZ(KV Cache [EFML. FHtEPromptiY4E V1ZRFIEEFS (2025.1~alpha) . JO\PyTorchEL<S Apache 2.0
M e FEIRG (2025.5) , EASERER
o ZEIHE. Agent/CoT/RAG |BEZRZE#B30/5GPU, HAMEBEELTF{ZToken, 2025.3fJ0A
SGLang RadixAttention (BIZXMIKVER) %%ggﬁ gent/Co Py'?orchi,’é} > Apache 2.0
TensorRT- N ooy ERAREEBEAINVIDIA GPU v1.0+fEHtrtlim-servefp<s, JRAEHFOpenAIZESAPI, |7 Apache 2.0
LM FEFRAEUE. BrENX CUDAXZ N SR
2. BB CPU |, . R N
Olama  (REE%E (EFlamacop) [ o DEEE NV e mapume Apache 2.0




MESR IR

Thinking: QHAFH{THELEEEEL?

. FF/IREIGIE > Ollama (25 $hi#ER)

o FTINEEATE S VWM (A5 RE, MEREEE)

o« K EFTIT/Agent/SZEIHE - SGlang (RadixAttentionXIEE S HIZRAIE FIZRE]1£90%+)

o REEEBE/E B Triton - TensorRT-LLM (Blackwell_EFPAEIEWMAEE)



OllamaZ itBERE A=A



OllamafsE s

Ollama B ETEN#F mac0S # Linux, {B WindowsFAFPtEa] LAZe3E

J3ik1: fEER wsL

Stepl, ¥JFF PowerShell (BEIERMNPR) , 1=17: wsl --install

BERENG, WSL=BmFmkEE (BAAZEE Ubuntu)

Step2, &%= Ollama

£ WSL i (Ubuntu) =03=1T:  curl -fsSL https://ollama.com/install.sh | sh

Step3, /35 Ollama RS

ollama serve

(PRIFILERImETT, B — T FTRimE T/eEHR(E)



OllamafsE s

T34 2: B FE Windows hR
https://ollama.com/

LZiIa, Ollama £AFARSIEIT (AEESEERESR)

{=} setup - Ollama version 0.6.3 - %
Installing ﬁ d
Please wait while Setup installs Ollama on your computer. ‘®°
.@.
Extracting files... q

C:\Users\cheny\AppData\Local\Programs\Ollama\lib\ollama\cuda_v11\cublasLt64_11.dll

B
Get up and running with large |
language models.

Run Llama 3.3, DeepSeek-R1, Phi-4, Mistral,
Gemma 3, and other models, locally.

Download |

Available for macQOSs,
Linux, and Windows Cancel



https://ollama.com/

OllamafsE s

OllamaE FEEYZE https://ollama.com/library

%k deepseek-r1:1.5b f&HEY
qw(q

QwQ is the reasoning model of the Qwen series.

ollama pull deepseek-r1:1.5b
tools  32b

ﬂﬂ%%ﬂﬂ”ﬁ%ig*ﬁﬂ, E-I-L\)J%}Eﬁ &, T.IMPulls 8Tags (O Updated 2 weeks ago

ollama rm deepseek-r1:1.5b

ETAER, (57 deepseel-rT

DeepSeek’s first-generation of reasoning models with comparable
performance to OpenAl-o1, including six dense models distilled
ollama run deepseek-r1:1.5b from DeepSeek-R1 based on Llama and Qwen.

PS C:\Windows\System32> ollama run deepseek-rl:1.5b 1.5b 7b  8b 14b 32b 70b  671b

>>> {RIF I .
<thinks &, 31.5MPulls © 29Tags (O Updated 7 weeks ago

</think>

ReF! RBEXRUIR, BEHAKRTUSICHGE?



https://ollama.com/library

CASE: OllamafsEAH ({sEFHOIlama REST API)

import requests

def query_ollama(prompt, model="deepseek-r1:1.5b"):

url = "http://localhost:11434/api/generate"
data ={

"model": model,
"prompt": prompt,

"stream": False # 1B True B LSKBGRTUE M,

response = requests.post(url, json=data)
if response.status_code == 200:
return response.json()["response"]

else:

raise Exception(f"API 153K : {response.text}")

# (ER

response = query_ollama("{R&F, BNB—MREZ2")

print(response)

<think>
97! TREBPERIREKZE (DeepSeek) AEIFFAHIEBEENF

DeepSeek-R1, WNEHEHA{HAIER, FRSRIRFTEENEIRMEFED.,
</think>

197! RERPERIREKRZE (DeepSeek) NEIFFAAIEEBEENTF
DeepSeek-R1, ANEEIH AR, FRESRFATRENIGIREESED.

Ollama ANB2{t REST API 121, BEXIAIEITTE localhost:11434
1=1T ollama serve B, API IREZ<ESB5IEE.

5-ollamafsEF.py



CASE: OllamafsEFE

(FastAPIFYEE)

ANERABRIIERSMYTHBEEL BENX APl imm, BJLAER
FastAP| 82— MEEE:

from fastapi import FastAPI

from fastapi.middleware.cors import CORSMiddleware

from pydantic import BaseModel

import requests

app = FastAPI()

# ENIFKIREY

class ChatRequest(BaseModel):
prompt: str
model: str = "deepseek-r1:1.5b"

# TSR (IRIEREEE)

app.add_middleware(
CORSMiddleware,
allow_origins=["*"],
allow_methods=["*"],

allow_headers=["*"],

@app.post("/api/chat")
async def chat(request: ChatRequest):
ollama_url = "http://localhost:11434/api/generate"
data ={
"model": request.model,
"prompt": request.prompt,

"stream": False

response = requests.post(ollama_url, json=data)
if response.status_code == 200:

return {"response": response.json()["response"]}
else:

return {"error": "Failed to get response from Ollama"}, 500

if _name__ ==" main__":
import uvicorn

7-ollama-fastapi.py
uvicorn run(ann host="0 0 0 0" port=R000)



CASE: OllamafsEFH (FastAPIEJZE)

CIEIFAPIIRS S, BERL

python 7-ollama-fastapi.py

INFO: Started server process [34680]

INFO: Waiting for application startup.

INFO: Application startup complete.

INFO: Uvicorn running on http://0.0.0.0:8000 (Press CTRL+C to quit)

BlzZEPython ZFimE FHSaNiFHIFastAPl  (8000i%A)

import requests

response = requests.post(
"http://localhost:8000/api/chat",
json={"prompt": "{F4¥, BENE—TMFES"}
)

print(response.json())

{'response': '<think>\nld, AFRIEE{TRE", ARILFENE—TE
C. BERATEEEUNEAOME, HEETHRENSM. \n\nF
ROZSTEIRNEHE, FHEFANEAECHSHIIER. EFREREE
BeH, 8FE8EEE. TEEBFINTAZ F. \n\nEEEFHREED
BAESHEREEX NI, K H—EXER: HES
2. T{ERW. MEBEFIARK RAVERHALL]. \n\niXFERPAMYE
T —EENEE, B THRBEATASIERXYEEE, FEARE
ErRHEGECRIE #BE. \n\n&a, AHSRINERIELRAFK
1. \n</think>\n\nf&4F! FREHFERNREKZE (DeepSeek) AT
FFRINE 8EBFDeepSeek-R1, FE—MREFERALEREHF,
EETEWEHREESMER. BNEUVESSERITETRENATES
Be, BREFEMNFNMRARAFIRRCIRAIEES. NREEEHARDHE
EH—CHER), BB ERRK.

7-ollama-fastapi-pythonZ Fim.py



Ollama ¥EIE g |22

Ollama #EI#5|ZE: ETF llama.cpp, C/C++ WENSHREHEERE, $XHEZES GPU F CPU it
Thinking: H42& llama.cpp?

llama.cpp BFFRRYSMERELLMIEIRES |2, 4Bc/C++3Cl, FFITEFEAMERE.
XFFGGUFRTLELL (4/8bit/E4E) , 1LHEZRCPUREFHIEEEMImEI T AIREL,

T, ATELZ(FER, #iollama, LM StudiocFETEIZXRA, EAMUMAZSIIZOEMIZE.

llama.cpp 2B FR, BE GitHub EAYFFRITBE BFR. https://github.com/ggml-org/llama.cpp

cpp & C++ RIS ESR, ERFFRR .cop RRSRT RS X2—1TH C++ B5RSHIIE



Ollama APIIRSE

SCPR_EOllama XN E284 ;
- Go2: EAPIRS. REIEHEH, TR E (FIFA Go BUFHAFIMZILE) ;
* llama.cpp (C++) : JBIZ CGO %A Go AIEARARNELN, REKERGITEFIRIHEE,

=> Go BAERS, c++BF], WEEL CGo TLLEME.

Go IESE Google FIAHIRHSSBNES, £IIBHAK (goroutine RELIE) . MIFEERMATE
EBm. 1&ExEE, BmiikEl, EaENERSTI=RETE.



OllamaHIEPR 4

Ollamaf/EPRIE: Az#FContinuous Batching, Fr&BENZE, (NESERAFTER
Thinking: {+Z4&Continuous Batching FZEHtANE?

{EFeHEAbIR (Static/Dynamic Batching) ESKEEHEKELLFFE. EE455R. M Continuous Batching
ERIEZREE Token Z%51

Eoeftati®:  [IBRA 1BXKB BKC] > FFEEk5pk > [IBXD 1BXKE ...]
|

R F R IERTIE K '

Continuous: &f%1: [A,, B,, C,]
£fC2: [A,, B,, C,]
&X3: [A,, B,, #MEXD,] ¢ iBKC5ER, DIZBMEA
&4 [A,, B, D,, #FBKE,] ¢ BEKB5ERk, EIZBPFEAN



OllamaBYE R

Thinking: OllamafJAPIEAZREII GOIESRKELMMA? BARASIFH A T7?
Go BYH AR ERUEZEHEAME (Continuous Batching) .
Go EMHSCEEFF AR HTTP i3k, (BRIEIEEHEIESZE llama.cpp:

Continuous Batching SEHEIBMUEIAN . S TEFRNEKRER—MEBLSRBIISHE, H=—R
forward pass, IXBEXIRIEF GPU FIJFHZE,

llama.cpp BIBRSI: BEEEANRRARAMIEITIRIT, = vLLM 3BFERY Continuous Batching ]
PagedAttention H1#l, BDfE Go BEHAIEW T 10 ™MEK, llama.cpp AIEEIREERITHIIT, BEEREFS
batching, S§Z GPU FIFZ(K.

Ollama FUEfI: AMBRAFEX TR, AREFHRIRS.

Go AERIESEIFIEIE, BAHBIE llama.cpp HIHEEBRRIZ,



vIIm

EE

1

=




VIim{s&EF

VImfERR . EHAZAIAE LMsYs BLTFRAILLMEERERIESRR, ATRAUMIIBEHESREERNE. ©
1BiY PagedAttention RN ETE TS NEIERIRT, HESESHIMERINUCHERERE. M IFEWR
AR, DI, 5 Hugging Face IREITCIEEAFIIRE

vlim serve deepseek-ai/DeepSeek-R1-Distill-Qwen-32B --tensor-parallel-size 2 --max-model-len 32768 --enforce-eager
« viimserve, B&]vLLM EIBRRSESHIS

« deepseek-ai/DeepSeek-R1-Distill-Qwen-32B, Hugging Face tREYZFEFRIFEEIZFR, vLLM =M HF N EiEREY
* --tensor-parallel-size 2, [FRISKEFIT, £ 21 GPU LDHIUETRE (BH 328 XiRE)

 --max-model-len 32768, REBEREIMNEFE R FTFNIKE (32K tokens) , FRfREEXIEIIA,

- --enforce-eager, ZEF3 CUDA Graph it (RIREEREIME TERE, BIE8EHIR)



VIim{s&EF

Thinking: WIRFKEARHEAIubuntu FEIR /root/autodl-tmp/models/tclf90/deepseek-r1-distill-qwen-32b-gptg-int4,
Rl {E VI THEIER?

vllm serve /root/autodIl-tmp/models/tclf90/deepseek-ri-distill-qwen-32b-gptg-int4 --tensor-parallel-size 1 --max-

model-len 32768 --enforce-eager --quantization gptq --dtype half

KEWD): IEEAPERER: B HF REZ AR HEERER,
--quantization gptq: EILFEBAER GPTQ E14.
-dtype: & half (FP16) B auto (BaEN%EE) , BN GPTQ ASE 4-bit, {BitENEIsEREEE.

Loading safetensors checkpoint shards: 0% Completed [00:00<?, ?it/s]

Loading safetensors checkpoint shards: 25% Completed [00:00<00:02, 1.13it/s]
Loading safetensors checkpoint shards: 50% Completed [00:02<00:02, 1.22s/it]
Loading safetensors checkpoint shards: 75% Completed [00:03<00:01, 1.22s/it]
Loading safetensors checkpoint shards: 100% Completed [00:04<00:00, 1.17s/it]

Loading safetensors checkpoint shards: 100% Completed [00:04<00:00, 1.17s/it]

FRROR 03-25 11:02:05 [core.py:340] RuntimeFrror: CUDA out of memory occurred when warming up sampler
ase try lowering max num_seqs or gpu memory utilization when initializing the engine.

ERROR 03-25 11:02:05 [core. py:340]

CRITICAL 03-25 11:02:05 [core client.py:269] Got fatal signal from worker processes, shutting down.
cause issue.




VIIm{sEE

vllm serve /root/autodIl-tmp/models/tclf90/deepseek-ri-distill-qwen-32b-gptg-int4 --tensor-parallel-size 1 --max-

model-len 4096 --quantization gptg --dtype half --gpu-memory-utilization 0.8 --max-num-seqs 8 --enforce-eager

INFO 03-25 11:06:45 [loader.py:429] Loading weights took 4.84 seconds

INFO 03-25 11:06 [gpu_model runner.py:1176] Model loading took 18.1678 GB and 5. 752492 seconds

ERROR 03-25 11:06:47 [core. py:340] EngineCore hit an exception: Traceback (most recent call last):

ERROR 03-25 11:06 [core. py: 3 File ”/root/miniconda3/lib/python3. 10/site—packages/vllm/vl/engine/core. py”, line 332, in run
_engine_core

ERROR 03-25 11:06:47 [core. py:34 engine core = EngineCoreProc (args, #kkwargs)

ERROR 03-25 11:06:47 [core. py:34 File “/root/miniconda3/1ib/python3. 10/site—packages/v1lm/v1l/engine/core. py”, line 287, in i ,&‘.’..F?‘Z{‘ 249 %%’&‘iﬁyﬁjj E-N-ﬁ,f l—‘—IEIJ ===]
nit REFIELE28FR2E IESERTHNECE

ERROR 03-25 11:06:47 [cor 340 super (). _init_ (vllm Fig, executor class, 1 S
9 0647 Tenre nv- 2 ile ”/root/miniconda3/1lib/py 3. 10/site—packag . /vl/engine/core. py”, line 62, i : _
I;IIEROR 03-25 11:06: [core. py:34C File “/root/miniconda3/1ib/python3. 10/site—packa vllm/vl/engine/core. py line 6 in in (maX'mOdel'len—4096\ gpu_memory_
ERER 03-25 11: [core. py: 3 num gpu blocks, num cpu blocks = self. initialize kv caches( = o) .
lj:R]_QOR.OB*% 11:06:47 [core. py: 3 File ”/root/miniconda3/1ib/python3. 10/site-packages/vllm/vl/engine/core. py”, line 124, in _in ut|||Zat|0n=O,8) 7 {E 32B GPTQ E{’b*;?:{}?]gj\s
itialize kv caches
ERROR 03-25 11:06:47 [core. py:34 ' e configs = get kv cache configs(vllm config, kv he specs, S \—y—
ERROR 03-2 L .py: ‘ile ”/root/miniconda3/lib/python3. 10/site—packages/vllm/vl/core/kv_cache utils.py”, line 576 ;U;iai 24GB GPU J:].E‘[__ro
, in get cache configs
ERROR 03-25 11:06:47 [cor 3¢ check enough kv cache memory(vllm config, kv cache spec,
ERROR 03-25 11:06:47 [ .py 3 File “/root/miniconda3/1ib/python3. 10/site—packages/vllm/vl/core/kv _cache utils.py”, line 468
, in check enough k e memory
ERROR 03-25 11:06:47 [core. py:340] raise ValueError("No available memory for the cache blocks.
ERROR 03-25 11:06:47 [core. py:340] ValueError: No available memory for the cache blocks. Try increasing gpu memory utilization w
hen initializing the engine.
ERROR 03-25 11:06:47 [cor
CRITICAL 03-25 11:06
cause issue.

Killed




VIIm{sEE

/.

Thinking: £ autodl ERFEEIR, REZiwm, NI1F pip install €3=496,, 1E autodl-tmp H7?

# EEUERE G EIIAER

python -m venv /root/autodl|-tmp/venv

enlist—1. 8. sspec . gguf-0, 18. ) common—protos—1. 73 - ¢ , f—x¢ . 4.2 httpcore-1.
0.9 ht X hugging -8.7.1 int
eregular—0. ! jinj .1.6 jiter—0.13.0 jmespe .0 jsonschem 6 onschema—spe icatio 9.1 lark-1.
idance 0 ll\mh .3 ru=0. g own—i 4.0 0 mdml 0.1.2 mi
NCT =N S Ay /L= BUlC _ ' e " j ‘ ) / ) - ooee
# ;%&7% (E/AEEEQ a;ﬁgguﬁﬁ%ﬁg?ﬂ{j’) c_'f__}mmorrl‘ 10.0 'HIUdPI*}lUSt ing aine r-stand mpmat}.r.l‘ sgspec .7, etworkx-3. 4. i
H 0 numba—0. v as—c 1 nvidia-cuda—cupti-
b 90 nv d C 0.2.21 nvidia cudnn frontend-1. 18. ridia—c . . 83 nvidia
source /root/autodl-tmp/venv/bin/activate (1913 nvidiarcurand cul210.3. a cusolver cul2 11,7, 3.90 nvidia c 893 nvidia cu

5 rl\ldlcl nvt
entelemetr
.40.0 opent
—ploln 1 40 0 upentelemetr —sdk—-1.40.0 npe[ﬂel&-me antic—conventions—0.

# a:l_g& plp E?% n. (). futhn - T I\agmg*?G 0 part
pip install --upgrade pip

.ahs-l 1 mg,ham 1

- :-0.52. 1 superviso synpy-1. 14.0 tabulate-0. 10, 0 0.12.0 okc-ni-_-
pip install vlim transformers --upgrade -0 torch-c-dlpack-ext-0. 1.5 torchaudio-2. 10.0 torchvisi i1 for

—tmp/mode

BESHBZIE): du-sh /root/autodl-tmp/venv



VIim{s&EF

Thinking: REIEFEA pythonBHINRZA, ELAN torch?

pip show torch

(venv) (base) root@autodl—container—85234cbha89-6125e20f: /autod]l-tmp/models/qwentt pip show torch

om0, INEREEHEI TR, LR EER

Summary: Tensors and Dynamic neural networks in Python with strong GPU acceleration

Home—page: https://pytorch. org PYTO rCh 2.6.0
Author:

Author—email: PyTorch Team <packages@ytorch. org>

License: BSD-3-Clause # vLLM 0.18.0 BE 5 HETE PyTorch 2.6.0

Location: /root/autodl—tmp/venv/lib/python3. 10/site—packages

Requires: cuda—bindings, filelock, fsspec, Jjinja2, networkx, nvidia—cublas—cul2, nvidia—cuda—cupti

—cul2, nvidia—cuda—runtime—cul2, nvidia—cudnn—cul2, nvidia—cufft-cul2, nvidia—cufile—cul2, nvidia .. . .
lver—cul2, nvidia—cusparse—cul2, nvidia—cusparselt—cul2, nvidia—nccl-cul?2, nvidia—nvjitlink—cul2, plp InSta” torCh==2‘6'O tOFChVISIOI’]
dia—nvtx—cul2, sympy, triton, typing—extensions

Required-by: compressed-tensors, flashinfer—python, quack—kernels, torch ¢ dlpack ext, torchaudio, torchaudio --upgrade

mmar




VIim{s&EF

AR REF LA T PyTorch 2.6.0, AJREEERSITHLE vLLM, LB PyTorch 2.6.0 EFifRE c++ T B!

# 1. SoEDEL viim  (ASEDEAKHR)

pip uninstall vlim -y

#2. BEIEFHTEHERRE (2 5-10 D)

pip install vllm --force-reinstall --no-cache-dir



VIim{s&EF

[BoiiEE (BEESE)
Qwen3 FH vLLM 0.18.0 ZRIARY V1 5|ZZ + torch.compile £3&5E (FakeTensorMode 18K) , WRERMIEIL:

vllm serve /root/autodl-tmp/models/qwen/Qwen3-0.6B \
--enforce-eager \

--gpu-memory-utilization 0.9

ZOSEL
--enforce-eager: W0, ZER torch.compile, &NIHR AttributeError: FakeTensorMode

--gpu-memory-utilization: =FHIEFGHH, BUA 0.9 BiA]



VIIm{sEE

odel’ s “generation config. json : ~{’ temperature’: 0.6, “top k': 20, “top p’: 0.95} . If this is not intended, please relau

nch vLIM instance with ~—generation—config vllm . \FE E ZF_ ;E
Detected the chat template content format to be ’string’. You can set -l' HE V”m gI :'Ejni_a ]

"—chat-template—content—format™ to override this.
Starting vLLM server on http://0.0.0.0:8000

Available routes are: -~ RSTERY 1] RO O
Route: /openapi. json, Methods: HEAD, G %ﬁﬁgguﬁﬁ;}r\lu.l‘it:
Route: /docs, Methods: HEAD, GET
Route: /docs/oauth2-redirect, Methods: HEAD, GET
Route: /redoc, Methods: HEAD, GET
Route: /tokenize, Methods: POST -// . / /
Route: /detokenize, Methods: POST Curl http' |Oca|h05t.8000 Vl mOdels
Route: /load, Methods: GET
Route: /version, Methods: GET
Route: /health, Methods: GET
Route: /metrics, Methods: G
Route: /v1/models, Methods:
Route: /ping, Methods: GET
Route: /ping, Methods: POST
Route: /invocations, Methods: POST
Route: /v1/chat/completions, Methods: POST
Route: /v1/responses, Methods: POST
Route: /v1/responses/ {response id}, Methods: GET
Route: /v1/responses/ {response id}/cancel, Methods: POST
Route: /v1/completions, Methods: POST
Route: /v1/messages, Methods: POST
Route: /v1/messages/count tokens, Methods: POST
Route: /inference/v1/generate, Methods: POST
Route: /scale elastic ep, Methods: POST
Route: /is scaling elastic ep, Methods: POST
Route: /v1/chat/completions/render, Methods: POST
Route: /v1/completions/render, Methods: POST
Started server process [ ]
Waiting for application startup.
Application startup complete.

(base) root@autodl-container-85234cba89-6125 /autodl—-tmp/models/qwen# curl http ocalhost:8000/v1
/models
d”:”/root/autodl-tmp/models/qwen/Qwen3-0. 6B”, “object”: “model”, “created”: 1774
s/qwen/Qwen3-0. 6B”, “pe “max
model permissio ate 0, “allow

:false, "allow_sampling :true, “allow search indices”:false, “allow view”:true, “allow
fine tuning”:false, “organization”:”*”
(base) root@autodl-container-852 89-6 :20f : ™ /autod]l-tmp




=1 curl 5,

Thinking: VLLMSEI%F Y, a{a){ERE?
7L curl BEEAR (FRIRML)

curl http://localhost:8000/v1/chat/completions \
-H "Content-Type: application/json" \
d{

"model": "/root/autodl-tmp/models/gwen/Qwen3-0.6B",

"messages": [{"role": "user", "content": "{RIF, BNABTFE2"],

"max_tokens": 512

(base) root@autodl-container-85234cha89-6125e20f: " /autodl-tmp/models/qwen# curl http://localhost:8000/v1
/chat/completions \
-H ”“Content-Type: application/json” \
=%
“model”: ”/root/autod]l—tmp/models/qwen/Qwen3-0. 6B”,
#

“messages”: [{"role”: “user”, “content”: "{Rif, EHENHETFHEHD"}],
“max_tokens”: 512

1
s

{”id”:”chatcmpl— d3d?dc97015ddd38","objecl”:"chat.complelion"."creatcd”:1774074524."model”:”/root/autodl—
tmp/models/qwen/Qwen3-0. GB “choices”: [ {”index”:0, "message”: {"role”: sistant”, “content”:”<think>\n#FH]
, APREK— . G, BMETED. B REEMRARHI NS d. HJ "Un (fﬂmtﬁgkﬁﬁfi“v Ek

AR T R : LR AR IS S, RNt —iG M

EI)78 mFTufﬁﬁﬂ M ARGFHINE, FRf TG . ] .

"SkFNKEF. \n\nFsh, ﬁﬁF’THE&ﬁifﬁdJ?ﬁ’« Feta? fhfiTnTEe TJW&H’H

R FHit, BREEWHAREIZEFEHPHOTR, XASEAEMSEAEL. mm1 N K1

RS T IE SRR . AR, REFEIE ﬁﬁlmiﬁ BERIUK, XFEH P RERAA R \n\nnlf‘ KA Z e

BRI, AR A R INE 24 sl n B P 2 HE— . WiRE /I‘[_]F‘hﬁ” SR MawE, RINR
B%Wﬁi}lﬁ \n</ thlnl\>\n\no“1\llj“ﬁI }kﬂ:ff\H’J\lﬂjJ]— LESARASH ! AL Z\I”Jﬂﬁlrméz%ﬂﬁu% 0 "refusal
“:null, “annotations”:null, “audio”:null, “function call”:null, “tool calls”:[],” 1ea>on1ng :null}, “logprobs”

:null, “finish reason” :”stop”,”stopflgdson" null, “token ids”:null}], “service tier”:null, “system fingerpri

nt”:null, “usage”: {"prompt_tokens”:13, “total tokens”:253, “completion toke ':210 "prompt_tokens details”:

nu]l},"promplf]ogprobs":nu]],"promptftokcnflds :null, "kv_transfer params”:null} (base) root@autodl-contai

ner-85234cba89-6125e20f: ~/autodl—tmp/model s/qwent



=1 curl 5,

Qwen3 FF7ALIRE - 2 BB TR

# FFEEREEREN (RERTEBEBRE)
curl http://localhost:8000/v1/chat/completions \
-H "Content-Type: application/json" \
d'{
"model": "/root/autodl-tmp/models/qwen/Qwen3-0.6B",
"messages": [{"role": "user", "content": "R FE 2x + 3 =7"}],
"max_tokens": 1024,

"extra_body": {"enable_thinking": true}

{”1d” :”chatcmpl-a9e6ba2e6251ec82”, “object”: “chat. completion”, ”
tmp/models/qwen/Qwen3-0. 6B”, “choices”: [ {"index”:0, "messa

RIAE BEREXA T FE2x I35 T — RIS

LFEFHZE2x, AILRTH
3, 4. AL AR 2 = 4. XK, xMIZeE4RRLA2, HEE2. M2 \n\nAid, B ZEEE—T, #EE
CEAWMREFET . RNEFE, Lihg2gbi2in b3, EF4in3, Wie7, AUtgT, B2, HikEn M

FI17T . AEA T RERE

\n\nfAE—TF, BERAARICMSEMBE T2 thin, AR
A EH LS M2x + 3 = 7, FrBAMNIZERE. \n\n 5 4
FARLL2, B3x = 2. RANEHBERIFIES, FrUABEEMN T2, Vi Nz LY N
A THIERHA, BRA—FERR. b, EAEER2x = 7 - 3, tHEiE2x = 4, FEFEERx=2. , PR
HER— IR FTURZEAE T . \n\nBZ, FXNAEAFINE2. \nd/think>\n\nf#HFE $2x + 3 = 7§ 1
BIRIWR: \n\nl. *<FIH HHEPRES $38 BIET LI, i) $2x = 7 — 3$. \n2. sefhfijsx. AL

Lg, ﬁ}fl«j\‘/hq%iﬁ o
BEAESTAAE B — M B

IGiFx: ¥ $x = 2§ RRANFE AR, AiBA $2 \\times 2 + 3 = 4 + 3 = 7§, HIAWNT, FEHTE. \n\nk&REE
$k; $x = 2$. 7, “refusal”:null, “annotations”:null, “audio”:null, “function call”:null, “tool calls”:[]
oning”:null}, “logprobs”:null, “finish reason”:”stop”, “stop reason”:null, “token ids”:null}], “service tier”
:null, “system_fingerprint”:null, “usage”: {"prompt tokens”:20, “total tokens”:645, ”completion tokens”:625,”
prompt_tokens details”:null}, “prompt logprobs”:null, “prompt token ids”:null, “kv_transfer params”:null} (b
ase) root@autodl-container—-85234cba89-6125e20f: " /autod]l—tmp/models/qwen#



5742 PythonlE

F5i%2: Python &

from openai import OpenAl

client = OpenAl(
base_url="http://localhost:8000/v1",
api_key="dummy" # vLLM ARIGUF key, {BMIRIE

)

response = client.chat.completions.create(
model="/root/autod|-tmp/models/gwen/Qwen3-0.6B",
messages=[{"role": "user", "content": "{4F, BB FE2"],

max_tokens=512

print(response.choices[0].message.content)

<think>

), APERELR: “iriF, EMETEC”. REERAEFHEIRN, RENEE RS n MG
HP ol REAER T AR ThREETE 5, FrUARZiZ e PR In i th B . [RIES, fREFRIE M B RFED), #h
AT FIERENMRE. Hoh, BEEBEHPIEERNR, b Ter s 7e (8 FH IR A RS 7 2
ZWER, EFEFARKMGEITEE. &5, BRESEE, LHPwERn5E.

</think>

B! FAEMBTF, WLOPERMEHEEIASR. A ARTUFENT? ©

1-qwen3-vlim.py



summary

o
=)

R LRI ISP R EANRA: iner-python

—8se

%6%1%%&5§7 veny, Qj\i)—é j:;:lr?i- . —cublas—cul2

—cuda—cupti—cul2
—cuda—nvrtc—cul2
—cuda—runtime—cul?2
source /root/autodl-tmp/venv/bin/activate ~cudnn-cul2
—cudnn—frontend
—cufft—cul2
—cufile—cul2
—curand—cul2

plp ||St | grep -E —cusolver—cul2

—cusparse—cul2

DO = DN O =
LI
(o]
—

o W

—
p— P
G118 L 890 0 O 000 0 ™

e

" . Lo —cusparselt—-cul?2
(vilm|torch|transformer|openai| httpx | nvidia|flash| numpy | fastap ~cutlass-ds]
—cutlass—dsl-libs—base
i |uvicorn|pydantic|tokenizers|sentencepiece)" jijl’fculz
—nvjitlink—cul2
-nvshmem—cul2
-nvtx—cul2

D= PR O MEHEEFHEEFHEEMEFEORFRHERRNDNDOOS OO
s

—harmony
prometheus— —instrumentator

_core
—extra—types
-settings

_c_dlpack_ext
audio




Summary

Python T EFEIRANIHBH :

2 HEFRAN bR
vilm 0.18.0 WE—WERA, AaJa
torch 2.6.0 AAeJEZ, 2.5 &REE
httpx 0.27.2 A%, 0.28+ 5] Python FoE1E
transformers | 4.57.685.3.0 | BAJR)5g, 4x TFZELE, sxBEESHEHOH
openai 1.x+ BERFA, 1.20+ BT




SGLangfEZE



SGLangfEZE

SGLang tEZ4E .

TRE ) RAR BRI HEF 5] 35l K228 5 R &2 B LMSYS I BATF & CFl1 Vicuna. Chatbot Arena #2&[&]—/ MRV
2025 NI PyTorch B W NAESTH .

=> ENE SERAY vLLM, $FalidE Eim Itk  IRIEIE Y AP RSS -
PERERS R

 RadixAttention: B REFTZ AL, ZRXEH = FREEEEHER Pprompt 2 EH, K E T XHEHEZ vLLM
[i] 2-5 1%

o iR 10 £ AERISON. eRECHHZ N,  HobnifE ol ik —
« SGlang Runtime: JRAECRFZHRE (EF+MEM) , DeepSeek R1 5B H H- 45 I H

« Pythonic DSL: ‘5 LLM [ FI{R 5 38 Python /XS —#E, SCRFAFHINT . FEFF. JH4T 1A



N7 SR

PegESTEE (H100 BE-R)
o fFitE: b vlLM E 29% (£ 16,200 vs 12,500 tok/s)
o BA: AAHWEWET, BEHRTAZ) $15,000 GPU F H

* 7§ Token ZEiR: Fl& PD 7 BHAR, W] [EAK 60%

o WIRHLES N/ 25k ZRAMIEZ W5, TSR m TR n L 75-95%
* Agent/Function Calling: 75 Z40 S H 45 #4016 JISON 113735%
o KRR g, R EH ALK BT SUES

« LS APL: RN AL ER B SCHLI B 2% 1 3K



TR

)<I

« VLLM: fE

HECRIRT APLRSS « B L 2/ 2~ GPU Sl N B . 46 K2 50 AL F1E1) A 7] i ik

« SGlang: REMEK:

xAl (Grok). Microsoft Azure. Pl B S KA ERE ;s 20254F3 H WITNA PyTorch A3
* Ollama: > A\ /il % ¥

AWIT R #E WG, DEGRIFRK APLRS



TN KIRBIAPIERE

Thinking: SISRARAELE ML N HFS 2 OpenClaw, i AP iz 55 A~ ?

FaZikE: vLLM

« PagedAttention: EAFFIFIRM 30% T3] 90%+, LT HIHK

o BB CFEEZ (JLTFHrA HuggingFace #30) , SCH4H 4, GitHub Issues B A ALE %
o AEFEEGUE: B PN SKEROREEARLT R 1) AP RS IR 2 B T vLLM BlidE

o BRiH: #F H100 L& E (~12,500 tok/s) Lt SGLang {KZ] 29%



TN KIRBIAPIEEE

PERERSE: SGlang

o MEARHIHAEBORIREALRE 71, HIERMBMEN . (4 GPU=4%k) , ik SGlang:

« HFHEEE: H100 L A[IX 16,200 tok/s, Lk vLLM 1R 29%, HiEE /iZiE R N6 H i %) $15,000 GPU & A

* RadixAttention: X Z5XI1E. Agent SRR, ATZLEAF A b2 75-95%, K BN CEMERA vLLM 1] 5 1%
o R JSON AE B B B vLLM R 10 f%, i& & Function Calling

o FLR: ASERFEIEER (O F DeepSeek V3/R1. AMD GPU. 55 910B) , {H XCRYFIAE X AN vLLM R 2K



IR KREERE 0

YRR TIAEHUERE, BRESHAIEE, til:
« deepseek-r1:1.5b, 7b, 8b, 14b, 32b, 70bZF

- BEqwen3Z%5l: 0.6b, 1.7b, 4b, 8b, 14b, 30b, 32bZF
IEREERIERE TA

« VImMSBERE

e OllamaZpE

e SGLangZ[ZE

SEEERIR

HU

e el |

R E—EREAG A, AERIR], ELan{ER ollamaiB&qwen3-0.b

53
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S E R

Thinking: A RCAILT SR 4 H S5 (5 B, EEUTISONAS 2B RISONZE /LIS BB £ Mg 5t

Ao BT AIEAE? BPUS T QBRSO R, AL, B

prAEAL: oy th — B0 S FERE . RESRASE, @ HE R,
A G TR AEANAL B FIGACTE: AR BRI HE I 25 B, 003 Sl

BFMRYT: IR0 AR AR TISONRE R, g, & BRI MIOCRESE, DRGSR PO e

RAAE N BB R RS B HTISONRE L, B+ &
SUlRkAME P EE, IR KB .



Outlines_I &

Outlines T. E.: o MFFE PSR A BT A
o JFER Python JEE, SNLLMERALSE K4 A A Rl fiE tbinZ ik e, SRR, 1N ZRIA b 4 A

JSON A=l A R BT B R OB RSGE AR Fhin:
IEMER AR emaillthlk. FHLS

https://github.com/dottxt-ai/outlines

o YHFZMES AL, 40 OpenAl. Transformers.

llama.cpp~ exllama2 £ Json: {"name": "mingming" , "Age": }
o SAEGMAAERUAELE, TLFASE AT

‘ ‘ Thinking: 114 ;2 dE g5 /4L AR Rl ?
o RUEMEE, XES5ESN . ZMER)E E X Python B
i L 4 Fi f& LLM B KEA A, AR,
gEMMAE R (Outlines 511 & 5& A 3% JSON

Schema. 1ENWIZRIEA. [ wd, #Horig
100% &vk



CASE: “ERLISONFETL

CASE: 4 R JSON#E = from enum import Enum

from pydantic import BaseModel
LT 1 175 24T 25 MR A R — S o 8 €2 OISO e Name(str Enurm)
Xj‘% /\ﬁﬁé %ﬁéﬁﬁ/\g %%Dﬁ/\ﬁzu? ’ /\ DIJX—J‘ john ="John"
NISONHIPIMKey, “name” il “age” F-EX Pl e

class Age(int, Enum):
X B Af H Pydantic%ﬁ(ﬂ/l\ﬁﬁ . twenty = 20

thirty = 30

Pydantic Eﬁ/\Python I, FHTEAEUEA S 5 e, class Character(BaseModel):

name: Name

7E Outlines T. A7, Pydantic 0] DA &t A i &
JSON Schema B} Pydantic #=Z [] JISON £ 4z -

age: Age

from outlines import models, generate
model = models.transformers("/root/autodl-tmp/transformers/models/gpt2")
generator = generate.json(model, Character)

name=<Name.paul: 'Paul'> age=<Age.thirty: 30> @ char = generator("Generate a young character named Paul.")
print(char)



Outlines_| &

Stepl: FISONFEH A 1E N Rk =

1E D 2Rk AR AL B 25 M 1 B R, 241
Outlinesf% A PydanticE X [f]Modelf}, Outlines & 462
Model¥% #1 ik Json % 2

json_schema = Character.model_json_schema()

print(json_schema)

{'Sdefs": {'Age': {'enum": [20, 30], 'title'": 'Age’, 'type': 'integer'},
'Name': {'enum’: ['John', 'Paul'], 'title': 'Name', 'type': 'string'}},
'properties': {'name": {'Sref": '#/Sdefs/Name'},

‘age': {'Sref": '#/Sdefs/Age'}},

'required': ['name’, 'age'],
'title": 'Character’,

'type': 'object'}

import outlines.fsm as fsm

import json
# F£JSON schema% 4t A4 1E | 3R 1k =
regex_str =

fsm.json_schema.build_regex_from_schema(json.dumps(json_sch
ema))

print(regex_str)

\{[1?"name"[ 1?:[ ]1?("John" |"Paul")[ ]1?,[ ]?"age"[ ]?:[ ]?(20|30)[ ]?\}

AT AT DU XA 1k ) R0k AOR 2 Al LLM ) B H 45 R4 1
BAE _EAE AT AISONHS ZUARBE FH IR WA AR,
ERZHNEO T, HIEMRE S LURIRHEH T .



Outlines_| H

Step2: I FRk A GRIE N FRAREHL 2) RIEA FRAREHIEATIson MM AER T, HARidFE:

OutlinesZE Myfb AL g B, RN IENFEIERFGRR © MIRE0ITHA.

o BENLAE ISR T T 2 —
1) ffi Hinteregular® =J7 FERHISON IE MR IA X FE# v 22 HEFH N 11 5% 0 2138 HIR AS
FRARASHL

SHLZ A A

» ERUEERE, HREHA RISV HREREZ —
(XHE G MRS, BPIRES27) .

Z’ @@—e» Yo OTor

¥ Hinteregularfi H B A FRARZSHL CRTARAL ED

MOIRZET R, OIRSREEA DRV BRG], —ERORZS, A2 252, 2 159
ARES, AHRE, A DkpRIR10REs, WAl PLRIBIA1VIRES... f& )5 Blik m 2R A




Outlines_| &

L4 I (Coalescence) NN 45 #4010 A= Rl . 8/ — N RRASH Y AT & 58, FATEa] PABk
—ERAEEARE T G RERFPHHRED , &IF2)5,
T A BRARSHLELAZ B 1 F T IR A

WEL FRATRARESHL (FSM) RISy, T LLE 3.

REZFCRSERA — DM ERIRES . AA e B8 %
H b




Outlines_| H

R uPrompt & "generate a character", VLB TS 451444 A 7 EHEPARIRSHL, AR T F )RR R
i IR AR, I U AR E—%: #i\: generate a character, {"name", " A%

S—%. %I \: generate a character, KR & KAy HEKHFF:P
AL M generate a character, y AR A &R FF: 5% ¥\ : generate a character, {"name",

e..., "Paul","age": K45 i H & KA 3
n¥e: HiA: generate a character, yes ican generate a RGO F PR R T, BB Flgenerate a
character for yo , KA 2 4 H & KAE: character, {"name", "Paul" "age"30"}

Character JSON regex FSM Optimized

X B R 2R, (B, LLMsANVEE B AN B,
1M 2 FH Token. Jfy LAIE 75 22 75 B4 - BF AR Alitoken.

/



Outlines_| &

LLM Works with tokens
Outlines 1] LK 5E T 55 B A FRARZSHLEL e pli 5t T Token A FRAIRZSHL
ERORBINBE 2, (H2M AN TZRHFREREERZ R, IAERERANFRFHE Ftokenfi N3t KA,

N0 =N - .
\, O S, OG0 ey O O O 6 O O O g e
‘n o%?' S \wg 6@ ONAa--c
|/
e ing FSM



CASE: outlinesfsE

8]

Outlines 181t APl i1 (generate.text)

21 outlines i@t models.openai() T 4n API B, 8813 H generate.text() IHAT40 A A R,  JoikfdE H

generate.json() SE&5 DI RE .

import os

import tiktoken

import outlines

import outlines.models as models

# outlines PN &R tiktoken 3RHX tokenizer, 5% A qwen AR 7 E M e 75 1 g L) 2%
tiktoken.model.MODEL_TO_ENCODING["qwen-max"] = "cl100k_base"

model_name = "qwen-max"

api_key = os.getenv("DASHSCOPE_API_KEY")

base_url = "https://dashscope.aliyuncs.com/compatible-mode/v1"

model = models.openai(model_name, api_key=api_key, base_url=base_url)
answer = outlines.generate.text(model)("fR i, WEMH FEHC")

print(answer)

Rer! FEQwen, HITERAAREANEESERE., &
HORITASRES B ARSI, INNE, ]
=, TR WEF, ABULICASTESES, tE
SR, REEN, JurkE. HAIBRENA— 1S
E%E@E@Hbio MRFEEHERANFERR, BRE
=] .

outlines {85 tiktoken ¥XEX tokenizer, [ tiktoken
EVARIRE openAl 12815, JERE qwen f2EIAT
EETF o EMNRAEETIRET :

tiktoken.model. MODEL_TO_ENCODING["qwen-
max"] = "cl100k_base"

2-outlines i F1.py



CASE: outlinesfsE

2

8]

2-outlines{di F 2.py 7£ DL ALl I @outlines.prompt i3 A 2 257~%1, FFH outlines.generate.text(model)(prompt) i/
H; #HE[FE—% prompt 3225 OpenAl SDK ] chat.completions.create, i X &4y, ZE 5 3 EAE 2 5K H Outlines
IR AR 5y 5 I A

examples = [ ]
{"question": "37593 * 67 <5 -2 /2", "code": "37593 * 67"}, question = "/NIJIELE T8 —1200GBHI SO AL f) T 3IE & 2GB/ 70 B,
{ {H R EE40% FECRI T )5/ NANRA NIRRT T itk

"question": "/NMLHIG T AR M 16, MARFEZIT, BRI 157 20040 Fasz ok
1&%%%2%55&0 ﬁﬁ?ﬁﬁﬂ?ﬁ@ﬁi—’%%u/I\Zflil?l‘]m*%?'iﬁ?iﬁtiﬁ?o ﬁmﬂiﬁ @outlines.prompt

T b Relez Dk, def answer_with_code_prompt(question, examples):
"code”; "(16-3-4)*2",

h {% for example in examples %}
{ QUESTION: {{example.question}}
"question”: " — KA g ZE20L i AR — P RCE ) H AT B coDE: {{example.code}}
B2/ DULAT R, {% endfor %}
"code": "2 +2/2", QUESTION: {{question}} 3-outlinesf# FH2.py

1, CODE-""



CASE: outlinesfsE

8]
N

def extract_code(text):
"M AR 3% [B] ) SCAS R R AT PAT A AU R A
import re
# 2R L CODE: J& i 1 AR A
match = re.search(r'CODE:\s*(.+)', text)
if match:
code_line = match.group(1).strip()
# KT RIER
code_line = re.split(r'\s*#', code_line)[0].strip()
return code_line
# IR A CODERTSR, HUE TR N
for line in text.strip().split("\n'):
line = line.strip()
if line and not line.startswith('#'):
return re.split(r'\s*#', line)[0].strip()

return text.strip()

prompt = answer_with_code_prompt(question, examples)

# 14 i DashScope API(3fZ50penAl /i)

model_name = "gqwen-max"

api_key = os.getenv("DASHSCOPE_API_KEY")

base_url = "https://dashscope.aliyuncs.com/compatible-mode/v1"

model = models.openai(model_name, api_key=api_key, base_url=base_url)

answer = outlines.generate.text(model)(prompt)
print(‘answer=', answer)

code = extract_code(answer)

print(‘code=', code)

result = eval(code)

print(f" N & A A LA 2 {result:.0f} 43 51")

3-outlinesf# FH2.py



CASE: outlinesfsE

2

8]

answer= TR 58 H iR, /D RE—1200GBRYSCHE, 2 T EIEEERI40% RI, 2 EAEA RN LI G FERE R K. K
15 TH ST S Fe b BrAE 2 O I [R) A A

- AR /INJ9200GB-

- NECHE 2GB/ A

- IR, FET SCER40%, BII\(200GB \times 40\% = 80GB\).

- T N EGHE R 2GR/, PRI AR — VR $80GB T 7 I 18] U\ (80GB \div 2GB/ /> £ = 40\) 73 Bk -

- 5 TIREEET NS 200GB A P i 1N 18] J\(200GB \div 2GB/ 73 = 100\) 7).

PRI, /INBH S AR 2 AR IR B) DA B8 — N T TR 28 R T IE], BP\(4043 % + 100534 = 140\) 73
FITLL, BAE R /N FEAE T 1 14073 Bk T 858 30

CODE: 40 + 100 # K P /0 1 B FE I R AR A5 21 /5 1 1]

code= 40 + 100

3-outlinesf# FH2.py
N A AL AE 2R 140 S



CASE: viImPBEoutlinesZSfa{Y,

VLLM 7E i 550w N B T g5 M4t 5125 (xgrammar / outlines)

AT B LT E, WA vLLM AP I AR N R ZH, RN A]7E token S AF J2 T 9 il 40 A4 5 48 € A% 2o
A

% i (OpenAl SDK), f£ A response_format &Y, structured_outputs Z%{

=> vLLM 55 Ui

Pydantic F<% -> JISON Schema -> 1E IR IA T -> FSM

B — 25 token SKREERT, FSM A2 token

=> HirtH 100% 757 & 21 R B 45 /A N &

A-vlim N B outlines s #44k..py



CASE: viIimPAEoutlinesZ&Ha44,

Thinking: Qwen3 R EI G HEEZR L, FiH <Pl <think>...</think> GEHEFR TR, SELE ML NT I
W Qwen3 [ B ERER 2

7k TERG )

extra_body={"chat_template_kwargs": {"enable_thinking": False}}

Jitk2: W55 IR ahgon)

--default-chat-template-kwargs '{"enable_thinking": false}’

J77£3: Prompt 2% 7]

1F user H E AR EIENN /no_think

4-vIim N & outlinesZ5 M1k py



CASE: viIimPAEoutlinesZ&Ha44,

B i

from openai import OpenAl
client = OpenAl(

base_url="http://localhost:8000/v1",

api_key="dummy"

MODEL_NAME = "/root/autodl-tmp/models/qwen/Qwen3-0.6B"
EXTRA_BODY = {"chat_template_kwargs": {"enable_thinking": False}}

4-vIim N & outlinesZ5 M1k py



CASE: viImPBEoutlinesZSfa{Y,

VU B 5 R A 2 R 7 3
1. JSON Schema ZJ3K (response_format)

iH 3t Pydantic & X EHEEA, HBA L JSON Schema, 1% A response_format Z%(. vLLM 1EARSS 4 H FSM 2K

token SRA¥: => 100% {RilFfi i &2 JSON. '
from enum import Enum response = client.chat.completions.create( |8
from pydantic import BaseModel model=MODEL_NAME, extra_body=EXTRA_BODY,
messages=[ )
class Name(str, Enum): {"role": "user", "content": "Generate a character named character =
john ="John" Paul who is 30 years old and works as an engineer."} Character.model_validate_json(response.choices|
paul = "Paul" 1, (;l.rrlefage.content)
lisa = "Lisa" max_tokens=256, SEBRFH -
class Character(BaseModel): response_format={ {
name: Name "type": "json_schema", "name": "Paul",
age: int "json_schema": { "age": 30,

"occupation": "Engineer"

} A-vIim N & outlinesZ5 4 1k..py

n nm, n n
occupation: str name": "character”,

"erbhema": Character model icon <cchemal)



CASE: viImPBEoutlinesZSfa{Y,

2 IENFRIE LR (structured_outputs.regex)

sib il B A At UL G Hi € I RA SN A 2, & T e stk BRAR . FHL = S s b Hdfs

ip_regex =r"((25[0-5]] 2[0-4]\d | [01]?\d\d?)\.){3}(25[0-5] | 2[O- SR
41\d|[01]?\d\d?)" 1.1.0.66

response = client.chat.completions.create(

model=MODEL_NAME,
messages=| . . o e e
| IENZ R RRUER AR (RF& 1P ik 1) 0B Yo B AN
{"role": "user", "content": "What is the IP address of Google DNS
server?"} éj\jf%‘ﬁ> ’ Z<1%1Ei§)‘(ﬂzﬁﬁ o
] X FAR ARV o T ) 8.8.8.8, {EUATH Y 1.1.0.66

max_tokens=64, ST — AN AL 1P MRS S
extra_body={

**EXTRA_BODY,

"structured_outputs": {"regex": ip_regex},

A-vlim N B outlines s #44k..py



CASE: viImPBEoutlinesZSfa{Y,

3 ZIEFEZI W (structured_outputs.choice)
i HgE 25 i I B — M, & T2 R ME5%.

response = client.chat.completions.create( SE bR H
model=MODEL_NAME, positive
messages=|

{"role": "user", "content": "iX Bt P (145 B A ) 2 A T4 2 PRI

XA LR ARG, ARFE ")

]I H- oy e . — N \y/a]
R M ["positive"”, "negative", "neutral"] =% T 1 AEAF
max_tokens=16,

extra_body={ EHE T positive, STFICHIRRIE X —3,
**EXTRA_BODY,
"structured_outputs": {"choice": ["positive", "negative",

"neutral"]},

}I

A-vlim N B outlines s #44k..py



CASE: viImPBEoutlinesZSfa{Y,

4 5 44k %2 JSON (response_format)

SCRFRE ) Pydantic 28, 3@ I T SEBRML 5537 AT L2 ER

class Orderltem(BaseModel): ]

product_name: str max_tokens=512,

quantity: int response_format={

unit_price: float

"type": "json_schema",

"json_schema": {
class OrderIinfo(BaseModel):

"name": "order-info",

customer_name: str ,
- "schema": Orderinfo.model_json_schema(),

items: list[Orderltem] }

total_price: float }

extra_body=EXTRA BODY,
response = client.chat.completions.create( )

model=MODEL_NAME, .
order =

messages=| OrderIinfo.model_validate_json(response.choices[0].message.content)

{"role": "user", "content": "Extract order info: Customer Zhang 4-v||mVﬁﬁoutlines%ff@%.py

\Alai Ardarad 9 lantAance o+ €000 OO aarh arnA 2 mircra A+ €90 OQ A~~~k M



CASE: viImPBEoutlinesZSfa{Y,

I Al [ AN NN N—p pLg N

S fran th ST J AT DL L s R A ) R
{ % 1. Zhang Wei

"customer_name": "Zhang Wei", T fh: Laptop, B 2, B4/ 999.99

"items™: | 7 i Mouse, $0&:: 3, H4: 29.99
{"product_name": "Laptop", "quantity": 2, "unit_price": M 2000.98
999.99},
{"product_name": "Mouse", "quantity": 3, "unit_price": total_price A IEBH{E N Y 2 x 999.99 + 3 x 29.99 =
29.99} 2089.95, {HAEAIHIH T 2000.98. X VX LML)
L RORUER S g o (B, BB, MEBLHD , 1M
"total_price": 2000.98 ARG - 1 TE R

J => X T/ EZRAITT s, BUHEER s R

J&, EHFE g E A

4-vIim N & outlinesZ5 M1k py
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A T

25 Fe e -

DashScope (18 X T 17]) 3@t 1 A OpenAlBH L HIAPI, SCHF
ittt . AT qwen-turbo. qwen-maxZE A,

. Prompting Alone Structured Outputs (strict=false) . Structured Outputs (strict=true)

100 —

90 —

* Function callingf =, ::
7 B S R Bstricttrue, AT LGS HIMLARTH o
* response_formatZ= 4l ::
A LLidE it json_schema$2fitJISON Schema. 4FEEIA I 12:: I
HTHE, mZ&UsiatbrrNmsH P, BEH. §2 -

gpt-4-0613 gpt-4-turbo-2024-04-09 gpt-40-2024-05-13 gpt-40-2024-08-06
P AL N A% T 15 B N strict:trues

TEE ZHISONHI PRt A, W B strict=true i) Z5 1)1k,
i H A5 5235 100%

i B : DashScopel]OpenAlsfE & 2 [ 2 FFunction Calling fll

response_format A&t fb i 7 =0, i 50
ObenAl SDK— %k .



A T

POST https://dashscope.aliyuncs.com/compatible-mode/v1/chat/completions "tools": [

{ {
"model": "qwen-max", "type": "function"”,
"messages": [ "function": {

{ "name": "query",
"role": "system", "description": "Execute a query.",
"content": "You are a helpful assistant. The current date is August 6, 2024. "strict": true,

You help users query for the data they are looking for by calling the query "parameters": {
function." "type": "object",

L "properties": {

{ "table_name": {
"role": "user", "type": "string",
"content": "look up all my orders in may of last year that were fulfilled but "enum": ["orders"]

not delivered on time" fi

} "columns": {

1, "type": "array",
"items": {

https://openai.com/index/introducing-structured-outputs-in-the-api/



= $@4tﬁwtﬂ
"id": "chatcmpl-9nYAGOLPNonX8DAyrkwYfemr3C8HC",

SR B 5 A {
GRS AROE, AR DL e

"model": "gpt-40-2024-08-06",

ﬁ‘éﬂgﬁ%ﬂ%o "choices": [

{
. ., N N "index": O,
* API H@EEP%EiT#&?Eéﬁ%f%%{E’ ﬁt‘%%%%ﬁﬁﬁﬁ "message": {
"role": "assistant",
ﬁ‘{'}lﬂ*ﬁ@%@iﬁi?%ﬁé@, ﬁlﬁz:%i—fﬁﬁﬂj IE@E*}';;EEO "refusal": "I'm sorry, I cannot assist with that request."
3

"iog probs": null,

° \_£|uﬁ&q:‘K@é\*ﬁéﬁﬂ*ﬁﬂE@uﬁ&‘]&ﬁ%ﬁjﬁ:ﬁﬁlzpEEF[ "finish_reason": "stop"
h
(U finish_reason iz~ ) B, AR 1) Mg WOKE B 5 b = 1,

“Qsage”: {
SR I I LI 2% JSON. "prompe_tokens”: 81,
"completion_tokens": 11,
"total_tokens": 22
} 5
"system_fingerprint": "fp_3407719cTL"

}



A T

from enum import Enum

 J3:T-Python SDK[){# F (DashScope/Qwen) from typing import Union

from pydantic import BaseModel
ARSI R T RSB R R
E)ﬁ{%?&@thdanticXﬁ%*ﬁﬁﬁ.‘é . from openai import OpenAl

. # BN EUBEERAIN LT
SDK 2> H Bh ARG F s S B L 0 7 FFHY JISON B2, & class T:ble(str, Enum): =
orders = "orders" #1JEEZE

JSON H 82 J FF SIAL R BBl 454, FFAEEIIEZE  customers = "customers” # Z2Fa%
IS AT fEAT products = "products" # FEARER
N q: o

# TE M EHEES RIK 28
class Column(str, Enum):
id ="id" # HE—FRRAT
status = "status" # 1JBIRZS
expected_delivery date = "expected_delivery date" # FRHA3ZH55HER
delivered_at = "delivered_at" # SEFRAC R HEH
shipped_at = "shipped_at" # A& Et5HEA
ordered_at = "ordered_at" # 1JEEHHA
canceled_at = "canceled_at" # E;EHEH

5-function-callingZ5 #J4k,



A T

# ENBRIERTRIR SR

class Operator(str, Enum):

eq = n_n H %—’Ea:
gt — ||>|| # ka:
It — ||<|| # /J\a:

le ="<=" # /N FEFT
ge=">=" # KFTFT
ne="1=" # "&ETF

# E M HERR A TURIM 2R
class OrderBy(str, Enum):
asc ="asc" # HF
desc = "desc" # PEFF

# TN IMERVHURIRES
class DynamicValue(BaseModel):
column_name: str # %143

# B M S HRVEHEIREY

class Condition(BaseModel):
column: str # %l|
operator: Operator # ¥2{EfRF

value: Union[str, int, DynamicValue

2-function-calling 55 f44k..py

# &M ERHIEUEIREY
class Query(BaseModel):
table_name: Table #3&%

columns: list[Column] # E8HY%!
conditions: list[Condition] # E1HRYS(Y

order_by: OrderBy # HEFFA T,

# Bll#2DashScope=E Fim(FRA OpenAltirY)

client = OpenAl(

api_key=os.getenv("DASHSCOPE_API_KEY"),
base_url="https://dashscope.aliyuncs.com/compatible-mode/v1",

)

# 1812 Function Callingi{ T45fa{ 4 ki
completion = client.beta.chat.completions.parse(

model="gwen-max",
messages=|

{"role": "system",

"content": "{RE—MERNEIF. HeIHEIZE20265F3H22H. {REBIRAFE
TEIRECRE A IR EREUE. "),

{"role": "user",

"content": "B A5 A A EFA{ERZEIZITHIT "},

]I

tools=[

openai.pydantic_function_tool(Query), # {EF8PydanticiREMERNTE

],
)
# FTEDREITISRIEIIS AN

print(completion.choices[0].message.tool calls[0].function.parsed arguments)

i

EARE



A T

table_name=<Table.orders: 'orders'> columns=[<Column.id: 'id">, <Column.status: £} $] E[l/code/2-structured-function-calling.py
table_name=<Table.orders: 'orders'> columns=[<Column.id: 'id">, <Column.status: £1F$] E[l/code/2-structured-function-calling.py

table_name=<Table.orders: 'orders'> columns=[<Column.id: 'id'>, <Column.status: table_name=<Table.orders: 'orders'>
columns=[<Column.id: 'id'>, <Column.status: table_name=<Table.orders: 'orders'> columns=[<Column.id: 'id'>, <Column.status:
'status'>, <Column.expected_delivery_date: 'expected _delivery date'>, <Columtable_name=<Table.orders: 'orders'>
columns=[<Column.id: 'id'>, <Column.status: 'status'>, <Column.expected_delivery_date: 'expected delivery date'>,
<Ctable_name=<Table.orders: 'orders'> columns=[<Column.id: 'id'>, <Column.status: 'status'>, <Column.expected_delivery_date:
'‘expected_delivery_date'>, <Columlivered_at: 'delivered_at'>] conditions=[Condition(column='status', operator=<livered_at:
'delivered_at'>] conditions=[Condition(column='status’, livered_at: 'delivered_at'>] conditions=[Condition(column='status’,
operator=<Operator.eq: '=">, value='completed'), Condition(column='expected_delivery_date', operator=<Operator.It: '<'>,
value='delivered_at'), Condition(column='ordered_at', operator=<Operator.ge: '>='livered_at: 'delivered_at'>]
conditions=[Condition(column='status', operator=<Operator.eq: '=">, value='completed'), Condition(column='expected_delivery_date',
operator=<Operator.lt: '<'>, value='delivered_at'), Condition(column='ordered_at', operator=<Operator.ge: '>=">, value='2023-05-01"),

Condition(column='ordered_at', operator=<Operator.le: '<=">, value='2023-05-31')] order_by=<OrderBy.asc: 'asc'>



A T

import os # @1 response_formati{T&5ta{ v
import json completion = client.chat.completions.create(
from pydantic import BaseModel model="gwen-max",
from openai import OpenAl messages=|
{
class Step(BaseModel): "role": "system",
explanation: str "content": f"{RE— I NFHSEID, 1BFEILRBLLTISON Schema
output: str EZLR MBI FE: \n{schema_desc}",
2
class MathResponse(BaseModel): {"role": "user", "content": "#ZJTFE 8x + 31 =2"},
steps: list[Step] 1,
final_answer: str response_format={"type": "json_object"},
)
# Bl7EDashScopeE Fim(FER OpenAlffiY) # FENFENTISON PydantictREY
client = OpenAl( message = completion.choices[0].message
api_key=os.getenv("DASHSCOPE_API_KEY"), result = MathResponse.model_validate_json(message.content)
base_url="https://dashscope.aliyuncs.com/compatible-mode/v1", print(result.steps)
) print(result.final_answer)

# fEsystem promptHIEIAISONIET,, BdSresponse format=json_object{&FH
schema_desc = json.dumps(MathResponse.model_json_schema),

ensure_ascii=False, indent=2) &Eresponse_format%}ﬁ% 1;@ ’f’b 6-?@ H é% 1;@ é% 1;@ @C.py



A T

[Step(explanation="B5%, HAIHFERAETHIEHZESFIA—E, Alt, FNMNFRAOEREE3L, |
output='8x + 31 - 31 = 2 - 31'), Step(explanation="Ta{t _tLIATRIAR S, BEIFRIAER. ', output='8x = -29'),
Step(explanation="# ’3&, ATHEHXAYE, BEIFERIEMLEPRLA8, ', output="8x/8=-29/8),
Step(explanation="TiERE—L1TE, SHExBIEMAREYE. ', output="x = -29/8 B x = -3.625')]

X =-29/8 B(& x = -3.625

6-fai th 45 K 25 4 AL py



CASE: BI1ZANS

from pydantic import BaseModel

from openai import OpenAl

# B

class Ingredient(BaseModel):
name: str
amount: str

kcal: int

# B
class Recipe(BaseModel):
ingredients: list[Ingredient]

instructions: str

# Bl)Z€DashScopeE Fim(FrRAOpenAlfY)
client = OpenAl(
api_key=os.getenv("DASHSCOPE_API_KEY"),
base_url="https://dashscope.aliyuncs.com/compatible-mode/v1",
)
# fEsystem promptFHEIAISONIE T

schema_desc = json.dumps(Recipe.model _json_schema(), ensure_ascii=False, indent=2)

# @ S response_formatif{ &5t
completion = client.chat.completions.create(

model="qwen-turbo",

messages=|
{
"role": "system", P
"content": f{RE—EIEEIF. 1BISZAELLTISON Schema*zézpy



Z\

CASE: RISHI=

E:\n{schema_desc}",

1
{"role": "user", "content": "I 5E— 1 ERIKRBEIE"],

],

response_format={"type": "json_object"},

apple_pie_recipe =

Recipe.model_validate_json(completion.choices[0].message.content)

print(apple_pie_recipe)

ingredients=[Ingredient(name="3ZER", amount='6
N' kcal=120), Ingredient(name="§&', amount="1%4
' kcal=770), Ingredient(name="[A%EF]", amount="1
AL, kcal=10), Ingredient(name="THIf2",
amount="'1/4%", kcal=120), Ingredient(name="85;H
' amount="1/2%4", kcal=400), Ingredient(hname="'7K
' amount='2;78t', kcal=0)] instructions="1. &R
ERR. EHE. 2. TR, 5ER.

YE. REMIIEmES. 3. 5 — 1\, B5
HFIKRS, REIAZFERESYIH., 4. B
BYEINIRE S, FEFUNZE180°CRYMEFE I
¥jasoip, BREIFREESEE. 5. 1tEHSHE
FIEIE=S==

7- 2B py
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